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Abstract—Today’s software development landscape has wit-
nessed a shift towards microservices based architectures. Using
this approach, large software systems are implemented by com-
bining loosely-coupled services, each responsible for specific task
and defined with separate scaling properties. Auto-scaling is a
primary capability of cloud computing which allows systems to
adapt to fluctuating traffic loads by dynamically increasing (scale-
up) and decreasing (scale-down) the number of resources used.

We observe that when microservices which utilize separate
auto-scaling mechanisms operate in tandem to process traffic,
they may perform ineffectively, especially under overload condi-
tions, due to DDoS attacks. This can result in throttling (Denial
of service – DoS) and over-provisioning of resources (Economic
Denial of Sustainability – EDoS).

This paper demonstrates how an attacker can exploit the
tandem behavior of microservices with different auto-scaling
mechanisms to create an attack we denote as the Tandem Attack.
We demonstrate the attack on a typical Serverless architecture
and analyze its economical and performance damages. One
intriguing finding is that some attacks may make a cloud
customer paying for service denied requests.

We conclude that independent scaling of loosely coupled
components might form an inherent difficulty and end-to-end
controls might be needed.

Index Terms—Cloud security; Microservices architecture;
Auto-scaling; Denial of service (DDoS) attacks; Economic Denial
of Sustainability;

I. INTRODUCTION

Cloud based systems, including large user supporting appli-
cations, have been shifting in recent years to microservices-
based architectures [12]. As such, these systems are nowa-
days composed of many independent microservices, each
uses its own codebase and is responsible for specific tasks.
The breakdown to fragmented applications is also reflected
in infrastructure management, whereby different services of
the same application may be based on different hardware
configurations, policies and scaling properties [14].

The Microservice approach enables cloud-based systems
to effectively leverage hardware resources. To this end, they
are provided with control mechanisms allowing them to react
to fluctuating demands and dynamically adapt the amount
of hardware resources utilized. In particular, Auto-scaling is
a primary capability allowing them to dynamically increase
(scale-up) and decrease (scale-down) the number of hardware
resources used.

On its face value it seems that the auto-scaling capabilities
provide one with full control of each microservice. However,

can microservices operate well when several of them are
operated jointly to provide service to a large system?

A key observation of this work is that when microservices
work in tandem to process traffic and have separate scaling
policies, they may perform ineffectively. This holds especially
under overload conditions, due to DDoS attacks or self-
inflicted DDoS situations. Such ineffective operation may
result in two types of damages to the system: 1) Throttling,
namely requests rejections (Denial of service - DoS), and 2)
Over-provisioning of resources, leading to redundant economic
costs (Economic Denial of Sustainability - EDoS). In large
applications, microservices working in tandem might affect
and overload each other, creating a rolling Tandem effect.

This paper demonstrates and analyzes how an attacker can
exploit this tandem setting to create an attack which we denote
as Tandem attack. We demonstrate the attack on AWS, a
common and recommended serverless cloud architecture [2],
[4], comprised of AWS Lambda function for code execution
and DynamoDB for database (DB) operations. Our experi-
ments focused on serverless managed infrastructure to defy
the notion that serverless services are fully handled by the
cloud provider and do not require careful scaling planning.

Our experimental setting involves an attacker that overloads
the system with requests which are served in tandem by the
Lambda and DynamoDB services. The attack exploits the
interaction between the Lambda’s fast scale-up time and the
DynamoDB’s relatively slow scale-up. The Lambda functions
are triggered by the malicious traffic but the DB fails to keep
up with the execution rate of the Lambda functions. As we
show, this results in economic loss due to the increased cost of
the Lambda functions, alongside a degradation in performance
(increased request rejection rate) that impacts legitimate traffic.

We study the Tandem attack on two different modes of
DynamoDB – Provisioned and On-demand – which implement
different auto-scaling strategies. Further, we study two well-
known attack strategies: Plain DDoS and Yo-Yo attacks [6],
[10]. Note that in addition to these, self-inflicted Tandem
attacks can occur due to faulty configurations and design [8].

We conduct the study using two methodologies. One
presents an analytic model which derives expressions for
evaluating the damages (economic and performance) inflicted
on the system and allows comparing them to each other. The
second uses experimental tests to examine the setting in reality.

Our main findings are as follows: 1) On-demand mode



of DB: We find that while this mode handles unlimited
scale adaptation, it incurs meaningful economic costs due to
absorbing the full force of the attack. 2) Provisioned mode of
DB: We observe difficulties in the current policy AWS, which
limits the number of allowed scale-down operations per day
and show that an attacker can exploit this limitation in order
to create a high financial damage. 3) YoYo attacks: We show
that using the YoYo attack pattern [6], which creates bursts
of periodic high traffic, provisioned-mode database is forced
into both situations of denial of service and severe under-
utilization, resulting in waste of costs. 4) Miscoordination
costs: We show that, intriguingly, the miscoordination between
the Lambda and DB services causes the system to accept
requests, getting charged for their Lambda trigger, and then
reject them due to lack of DB resources.

It is important to note that, unlike large-volume DDoS
attacks targeting network equipment, the Tandem attack is
focused on the application layer and requires the attacker
to invest far less resources. The attacker also benefits from
the ease of understanding the impact of the attack simply by
recording and analyzing response time metrics in real time.
This simplicity empowers the crafting of sophisticated attacks
with auto-adjustment capabilities. The differentiation between
network and application attacks is also meaningful since the
protection on the network layer is typically outsourced to
external scrubbing services and are offered by the cloud
providers [3], while the application management is done by
the cloud customer (application administrator).

Our main conclusion is that the controls provided by mi-
croservices and cloud infrastructures do not allow coordination
between various microservices and are short of providing an
efficient wholistic control of a system. This issue is the subject
of an ongoing research.

The structure of the paper is as follows: Sections II and III
describe microservices, auto-scaling and the principles of the
Tandem attack. Related work is given in Section IV. Section V
provides an analytic model of the system and Section VI uses it
to conduct damage analysis. Section VII provides experimental
evaluation and Section VIII concluding remarks.

II. MICROSERVICES AND AUTO-SCALING MECHANISMS

For the sake of demonstrating these fundamental issues,
we choose the popular Amazon AWS serverless architecture.
Serverless computing is a derivative of cloud computing
that refers to a system architecture and execution model in
which the cloud provider manages and dynamically provisions
the computing power and infrastructure required to run the
software. Using serverless services the cloud customer (system
administrator) has limited or no control over the underlying
servers and hardware, and can only configure the service itself.

A. Serverless Cloud Computing: Amazon AWS

We describe a simple AWS serverless architecture, consist-
ing of two main components:

Figure 1: A simple AWS serverless system, consisting of an
API Gateway, a Lambda function and a DynamoDB

1) AWS Lambda: AWS Lambda is a compute service that
executes code (functions) without the cloud customer’s in-
volvement in deploying or managing the underlying infrastruc-
ture. Lambda is suitable mainly for short duration processes
since it has an execution time limit and due to its high pricing
relatively to user-controlled compute services such as EC2.

2) DynamoDB: DynamoDB is a popular key-value
database (DB) managed service offered by AWS. Dy-
namoDB’s throughput and billing are defined by virtual ca-
pacity units, measured by the rate limit of the data written
or read from the database table, thus dictating the number of
parallel operations allowed on the database table.

In addition to these two services, an API Gateway is used to
receive users’ HTTP requests and to trigger a Lambda function
for each such request. See Figure 1.

B. Cloud Auto-Scaling Mechanisms

Auto-scaling is a cloud computing service feature that
automatically adds or removes compute resources depending
upon actual usage metrics. The cloud customer (referred to in
short as the customer) can define a scaling criterion and the
corresponding thresholds for triggering scale-up (in case of an
overload) or scale-down (in case of an underload).

While AWS Lambda has no maximum concurrency limita-
tion1, AWS DynamoDB has two modes of auto-scaling:

1) On-demand mode On-demand offers pay-per-request
pricing for read and write requests. DynamoDB even-
tually adjusts the database tables’ capacity to meet the
arrival rate, possibly with dome delay, by setting it to
double its previous peak measured over time windows.

2) (Dynamically) Provisioned mode. Under provisioned
mode, the cloud customer defines lower and upper
read/write operations rate limits (capacities) not to be
crossed by the DB’s dynamic provision. In addition, a
target utilization parameter defines the extra reserved
capacity the cloud customer is willing to pay for in order
to absorb a sudden spike in traffic.

In general, on-demand mode is mostly suitable for cases
where the volume of traffic is hard to predict or volatile.
Provisioned mode is preferred when an upper bound on the
request rate is known or to ensure limitations on costs, which
are determined by the configuation of provisioned capacity.

1AWS sets an initial limit for this number at the account level (not per
Lambda function), but it can be expanded by getting in touch with AWS [2].



III. EXPLOITING THE LOOSE COUPLING: TANDEM
ATTACKS

In this section we demonstrate how a malicious attacker
can exploit the lack of coordination between microservices in
tandem to inflict both performance and economical damages.
We show that by overloading the system the attacker can
abuse the inconsistency between the Lambda’s fast scale-up
response and the DynamoDB’s relatively slow, and limited
when configured to provisioned mode, scale-up and scale-
down mechanisms, to inflict these damages.

We begin by describing the threat model used. Then, we
examine the Tandem effect and implications of two attack
methods: Constant-rate (plain) DDoS attack and Yo-Yo attack.

A. Threat Model Assumptions

When an attacker wishes to mount a Tandem attack on
a microservices based application, we only assume that the
attacker is able to overload requests to the application. It
is likely that unauthenticated parts of applications will be
vulnerable targets as they do not require login operation by
a user. Such elements can be website search fields, forms or
other components which trigger server-side computations2.

We do not require detailed knowledge about the internal
architecture of the attacked system. The Tandem effect can be
observed by the attacker through remote detection of changes
in the response time or failure rate of requests. These changes
may indicate instances where the system has dynamically
adjusted its resources, either scaling-up or scaling-down, to
accommodate the incoming traffic. By recording and analyzing
the effect of its actions on these basic metrics the attacker can
optimize the attack, even without the insight on which exact
service is causing this changes. This is strongly connected to
the experiments carried out during this study, showing a cor-
relation between the moment when the failure rate decreased
and the scaling-up operations of the database.

Furthermore, it is important to note that each cloud provider
has specific policies governing the operations of their services.
As a result, all systems relying on the same platform will share
common characteristics among their components (e.g., scaling
intervals, etc.). Thus, such basic knowledge of the target’s
platform (i.e., in our example, using lambda and DynamoDB
services) can assist in optimizing the attack. Such knowledge
can be obtained by following career posts, inducing technical
staff and reviewing technical blogs.

B. Tandem DDoS Attack: Paying for doomed-to-fail requests

We use the serverless architecture as was described in
Section II. Each HTTP request to the system will be followed
by a single Lambda execution, that performs a write operation
to the DynamoDB, which consumes exactly 1 WCU (Write
Capacity Unit)3.

2Applications containing user validation or authentication might be targeted
too since attackers may have automated counter measures against them [21].

3The 1-to-1 mapping was done to simplify the analysis of the attacks
where in actual production scenarios, the ratio will not be fixed and can
be determined by the clients input.

The example depicted in Figure 2 demonstrates the behavior
of a system consisting a DB created in provisioned mode
with maximum capacity (rate) of 1500 WCUs/sec. The steady
state (benign) arrival rate of requests to the system is 1000
requests/sec and the provisioned capacity prior to the attack
is also 1000 WCUs. The attack follows a constant-rate DDoS
pattern with consistent malicious load of 2000 requests/sec.
According to the provisioned configuration, the DB scales up
to match the high load until it reaches the limit of 1500 WCU.

Figure 2: DDoS Tandem Attack: More than 50% of the
Lambda calls eventually fail (pink) due to DB limited capacity.

As can be seen in Figure 2, the Lambda functions will be
triggered by the malicious traffic (Lambdas total rate is given
by the red line) but the DB (blue line) will fail to keep up
with the execution rate of the Lambda functions. This gap is
marked by the pink area between the red and the blue lines.
This will result in economic loss, represented by the pink
area, due to the cost inflicted by the “wasted” Lambda calls.
These calls are practically doomed-to-fail, as the database
does not have capacity to accommodate them. In addition,
significant degradation in performance will be experienced by
the legitimate users as the DB is overloaded and will reject (i.e,
throttle) many - in this example about half - of their requests.

One may wonder why this problem cannot be resolved by
simply defining the same upper bound for both Lambda and
DynamoDB. The answer is that, in the general case, this is
not a feasible solution since Lambda typically runs a complex
function that does not always trigger one write to DynamoDB.
The Lambda might trigger a call to write to DynamoDB only
for part of the HTTP requests, depending on the input of the
request, and it might call other microservices instead. Hence,
even if we could put a bound on the Lambda, it would still
have a much higher bound than that of DynamoDB, leaving
room for a similar exploits to be presented.

C. Tandem Yo-Yo Attack: Over-provisioning of resources

By employing a Yo-Yo attack pattern [6], the attacker
generates periodic bursts of high traffic, which we call attack
cycles. Figure 3 depicts a Yo-Yo attack over our setup where
the DynamoDB is configured to provisioned mode with the
same configuration as in the plain DDoS scenario.

In each attack cycle, the attacker sends a burst of traffic until
it detects that the DynamoDB has scaled up to meet the extra
traffic and reached the configured upper limit. Such detection



can be done by analyzing the traffic failure rate and Round
Trip Time. See the Yo-Yo burst (Minutes 3 to 8) in Fig. 3.

Following the scale-up the attacker halts from sending
requests, and the rate of arrivals reduces to the rate of the
benign traffic, 1000 requests/sec. However, despite the reduced
request rate, the DynamoDB which is designed to delay scale-
down actions, remains scaled-up at 1500 WCUs for relatively
long period (from minute 8 to minute 26 in our case), before
it goes into scale-down.

Once scaling down back to the steady rate of 1000 WCUs
is complete, another cycle of the attack begins and the attacker
overloads the DynamoDB by sending another burst of traffic.

Figure 3: DDoS Yo-Yo Attack: The DB remains over-
provisioned (blue) for a period longer than the attack itself.

This attack results with both economic loss and performance
degradation. During each traffic burst, the Lambdas are scaled-
up fast while it takes time for the DB to scale up. Hence,
the system incurs economic loss due to the cost of wasted
Lambdas; further, it incurs performance degradation reflected
by a high rejection rate.

Once the attack burst ends, the DynamoDB remains scaled-
up, and thus the economic damage continues to accumulate
until the scale-down process is complete, while the attacker
does not send any request to the system. That is, the system’s
owner is still paying for the high capacity of the DB, despite
the absence of attack traffic.

In summary, the system incurs both under-utilization (waste
of resources) costs as well as rejections (performance) costs.

IV. RELATED WORK

Security is a major concern for businesses shifting their
applications to clouds. While cloud applications are resilient
to some of the classic Distributed Denial of Service (DDoS)
attacks due to their high bandwidth pipe, built-in anti-spoofing
mitigation in their load-balancers, and the common use of a
content distribution network (CDN) [11], [20], [27], they may
still be vulnerable to attacks on the application level.

In recent years, the auto-scaling mechanism has been sug-
gested as one of the top best practices for dealing with DDoS
attacks that target cloud applications [1], [19]. In flat DDoS
attack the auto-scaling mechanism translates a DDoS attack
into an Economic Denial of Sustainability attack (EDoS) [24],
[26], incurred by containing the attack while paying the extra
resources required to process the bogus traffic of the attack.

Several work have tried to mitigate EDoS attacks [5],
[15], [17], [25]. Their proposed solutions are focused on the
classification of the clients and the ability to determine whether
the user is legitimate or whether it is a malicious bot.

Burst attacks, when carried out correctly, are cost-effective
to the attacker, who can divert the attack traffic between
multiple end-point targets, leveraging a high degree of resource
control. Moreover, they confused conventional DDoS mitiga-
tion and detection solution [7]. In 2021, it was reported that
50% of organizations experienced such attacks [7], [22].

In 2017 the YoYo attack, a kind of burst attack that operates
against auto-scaling mechanisms, was presented [6]. The vic-
tim is attacked with recurring high-volume traffic bursts which
cause the auto-scaling mechanism to oscillate between scale-
up and scale-down phases. Each burst last from a few seconds
up to several minutes, while the total duration of the attack
can span over hours and even days. It was shown effective on
auto-scaling mechanisms and Kubernetes mechanisms [9].

These works studied and presented attacks directed at spe-
cific services within the system. Given that modern applica-
tions often comprised of multiple tiers and services [16], [23],
our focus is on exploiting the miscoordination of mechanisms
working in tandem.

V. MODELING THE TANDEM ATTACK

Having described the system and the attacks, we next turn
to analyze them. To this end we present a formal synthetic
model which captures the behavior of different auto-scale
mechanisms, and which allows analytic comparison between
the effects of different attack methods on tandem systems. In
the next section we will use it to study the damage inflicted
by the presented Tandem attacks.

The system is composed of the Lambda and DynamoDB
components, as described in Section II (Figure 1). Incoming
requests arrive to the system with rate of r requests/sec.

Note that our model can be used to study other services
as well, as it captures main scaling and economic properties,
rather than specific implementation details.

A. DynamoDB Auto-Scaling Policies

1) Provisioned Mode: When the DynamoDB is configured
to the provisioned mode, the service cost is determined by
the provisioned capacity. To determine the provisined ca-
pacity three main configurable parameters are set by the
cloud customer: Caplower, Capupper and TU ; The lower and
upper provisioned capacity limits, and the target utilization,
respectively.

Capacity bounds: The Caplower and Capupper are expressed
in WCUs/sec, representing the maximum number of 1KB write
requests the database can handle per second.

Since the system arrival rate, r, is fixed in the analysis, it
would be convenient to relate the database capacity to r. Let
Lupper and Llower be the lower and upper limits of the DB’s
table capacity as relative to the steady-state traffic. Recall that
for simplicity we assume that each HTTP request consumes
exactly 1 WCU and thus Lupper := Capupper/r.



Parameter Definition Controlled By Analysis Examples Value
r Average requests rate of benign traffic System usage 1000 req/sec
Sservice
up , Sservice

down The scale interval prior to scaling decision Cloud provider Provisioned: 3 , 18 min
On-demand: 4 min , ∞

W service
up ,W service

down The warm-up interval of scale-up/down Provisioned: 2 , 2 min
On-demand: 4 min, ∞

Costservice Cost of one unit from the service −
Capupper, Caplower Upper/lower provisioned capacity limit of DB, in WCUs Cloud customer 1500, 500 WCUs
Lupper, Llower Upper/lower capacity limit relative to r, i.e. Cap/r when using prov- 1.5, 0.5
R Relative reserved provisioned capacity of DB isioned mode DB 0%
k The power of the attack, defined relatively to r Attacker 2
D The duration of the attack 40 min
n Number of attack cycles Yo-Yo Attacker 2
ton, toff On-attack and off-attack phases times. Optimal adaptive attack: 5 , 20 min

ton = WDB
up + SDB

up ; toff = WDB
down + SDB

down
T Cycle duration in Yo-Yo attack (ton + toff ). 25 min

Table I: Main notation used in the analysis, along with the parameters values used in the analysis use-case examples

Target Utilization: TU is the percentage of consumed
provisioned throughput that the DynamoDB seeks to maintain.
E.g, if TU = 80% and the DB receives r requests/sec, it
can instantly accommodate burst of upto r · 1

TU
= 125% · r

requests/sec. For convenience, we define the relative reserved
capacity, R := 1

TU
− 1. To simplify the presentation of the

use-case examples, we take R = 0% (TU = 100%).
Scale and Warm-up Intervals: DynamoDB auto-scaling

will modify the provisioned capacity only when the workload
stays depressed or elevated for some scale time period. Let
Sservice
up and Sservice

down be the scale time (measured in seconds)
required for the DB to start the scale-up and scale-down
processes4. After a scaling decision is made, the scaling
process itself is not immediate, and may take some time. This
period is called the warm-up interval, and we denote it by
W service

up and W service
down for the scale-up/scale-down processes.

For simplicity we assume W service
up and W service

down to be constant5.
2) On-demand mode: When using on-demand mode there

are no capacity limits (meaning Lupper, Llower, R are undefined)
and eventually the capacity will adjust to handle any rate
of incoming traffic. On-demand DynamoDB automatically
adjusts its capacity threshold to double the previous capacity
usage peak within a scale interval. I.e., if during the scale
interval the load on the DB is higher than 1/2 of its cur-
rent capacity threshold, it will scale-up at the end of the
interval to a new threshold. There are no scales-down (i.e.,
WDBOnDemand

down = SDBOnDemand
down = ∞).

B. Lambda function Scaling

Similar to the DB’s on-demand mode, the cost is propor-
tional to the number and the duration of the served requests.
Recall that the scaling time (up or down) of AWS Lambda
is negligible and thus will be accounted as zero when using
the model. AWS sets an initial concurrency limitation at the

4Based on our experiments, the scale-up process of provisioned-mode DB
may take up to 7 minutes, while scaling down may take up to 20 minutes. We
further observe a limit on the number of allowed hourly/daily scale operations.

5Accounting them to depend on the provisioned values is simple, but with
little affect on the results.

account level, which can be expanded by getting in touch with
AWS. We configured the Lambda such that it will be able to
serve all incoming traffic.

C. Cloud Customer Costs

The cost of one unit of the Lambda service is denoted
CostLambda, and the cloud customer will pay CostLambda

for each Lambda invocation;
The cost of each WCU of the DBOnDemand service, is

denoted CostDBOnDemand . The cost is proportional to the ac-
tual requests rate served and the cloud customer will pay
CostDBOnDemand for each write operation;

The cost of each WCU of the DBProvisioned service, is
denoted CostDBProvisioned . In each epoch the momentary cost
of the DB is the product of the current provisioned capacity,
which may differ from the actual usage, by CostDBProvisioned .
The total provisioned cost is the accumulation over time of
the momentary costs.

D. Attack

In both of our studied Tandem attacks (DDoS and Yo-Yo),
the attack is carried out by launching malicious requests to the
system. Let k denote the power of the attack, and D denote the
duration (in seconds) of the attack. The power of the attack,
k, is defined relatively to the benign traffic rate, r, in the
following way: when the attacker launches an attack of power
k, malicious requests arrive to the system with rate of k · r
requests/sec, and hence the total rate of requests arriving to
the system is (k + 1) · r requests/sec.

In constant-rate DDoS attacks, the power is assumed to be
constant and is (k + 1) · r for the entire span of the attack.

When implementing the YoYo pattern [6], the attacker
launches repetitive bursts of power k. The attack is composed
of n cycles where the duration of each cycle is T seconds. T
is comprised of an on-attack period, denoted as ton, where
the attacker sends k · r requests, and an off-attack period,
denoted as toff where the attacker halts. Thus T = ton +
toff , and the total duration of the attack is D = n · T .



A summary of the notations is given in Table I, along with
the parameters values used in Figures 4-7 of the analysis.

VI. DAMAGE ANALYSIS

In this section we analyze the attacks using our model and
derive closed-form formulas to quantify the damage inflicted
by attacks with power of k, for both plain DDoS and YoYo at-
tack methods. The analysis will provide both the performance
and economical damages resulting from the attack.

We define Damageservicee (k) to be the economic damage
and assess it as the extra cost of each service caused by the
attack. We also define Damagep(k) to be the performance
damage caused by the attack and assess it as the number of
incoming requests that failed during the attack.

For each of these damage types, we derive the relative
damage. The relative economic damage, RDservice

e (k), is
defined as the ratio between the cost of the service during
the attack and the corresponding value during steady state.
The relative performance damage, RDservice

p (k), is the ratio
between the number of failed requests under the attack and
the number of requests serviced under no attack; this is equal
to the failure rate during the attack.

We carry the analysis for the two configurations of the
DynamoDB - provisioned and on-demand modes. Thus, we
analyze four scenarios: (1) DDoS attack on DynamoDB in
provisioned mode; (2) Yo-Yo attack on DynamoDB in provi-
sioned mode; (3) DDoS attack on DynamoDB in on-demand
mode; (4) Yo-Yo attack on DynamoDB in on-demand mode.

A. DDoS attack on DynamoDB in Provisioned Mode

During a DDoS attack of size k, the system receives (k +
1) · r requests per second, comparing to r requests per second
when no attack is on (see Figure 2 in Section III).

Since the Lambda is scaled immediately to adapt for the
arrival rate, the extra cost of dealing with the attack is:

DamageLambda
e (k) = r · k · CostLambda ·D, (1)

and hence the relative damage (relative to the steady state) is

RDLambda
e (k) =

r · k · CostLambda ·D
r · CostLambda ·D

= k. (2)

We neglect the warm-up initial time S
DBprov
up needed to

perform the initial scale-up as it is negligible when assessing
the entire DDoS attack. Thus, the attack duration D dictates
the damage. For simplicity of presentation we also assume that
k > Lupper

6.

DamageDBprov
e (k) = r · Lupper · CostDB ·D. (3)

And hence the Relative damage (relatively to r) is:

RDDBprov
e (k) =

r · Lupper · CostDB ·D
r · CostDB ·D

= Lupper. (4)

Recall that the performance damage is measured by the
number of legitimate traffic requests that failed (i.e., denied

6The general case, including k ≤ Lupper, can be considered using
min{k, Lupper}

service/rejected) as a result of the attack. We consider a failed
request as one that failed to perform a write to the DB.

Figure 4: DDoS Attack with DB in provisioned mode – Failure
rate is static and relatively high.

During that attack, the arrival rate increased by a factor of
(1 + k), while the capacity of the DynamoDB increased only
by a factor of Lupper. Hence, the failure rate is k+1−Lupper

k+1 =

1− Lupper

1+k . And hence the relative performance damage, which
equals to the failure rate, is:

RDDDOSprov
p (k) = 1−

Lupper

1 + k
. (5)

Note that the number of failed requests during the attack is a
function of both the attack duration and the failure rate. Thus,

DamageDDOSprov
p (k) = r ·

(
1−

Lupper

1 + k

)
·D. (6)

B. YoYo attack on DB in Provisioned mode

During the YoYo attack, the attacker launches n repetitive
attack bursts of power k. We analyze an adaptive YoYo attack:
we assume that the attacker attempts to maximize the inflicted
economic damage on the DB while minimizing the resources
used for the attack. Therefore, such an attack should be active
just long enough to cause the DB to scale-up, then be halted
until a scale-down will occur, and so on. See Figure 5(a).

Hence, we set the duration of the attack burst to be the total
time required for the DB to scale-up, and the off-attack period
to be the total time required for the DB to scale back down:

ton = SDBprov
up +WDBprov

up , (7)

toff = S
DBprov

down +W
DBprov

down . (8)

In order to evaluate the economic damage inflicted on the
Lambda and the DB, we account and analyze the four peri-
ods: S

DBprovisioned
up ,W

DBprovisioned
up , S

DBprovisioned

down ,W
DBprovisioned

down , which
are depicted in Fig. 5(a). A full analysis is provided in
Appendix A, and we provide here the main results:

RDLambda
e (k) =

n · r · k · CostLambda · ton
n · r · CostLambda · T

= k · ton
T

, (9)

RDDBProv.
e (k) ≈

S
DBprov

down

S
DBprov

down + S
DBprov
up

· Lupper. (10)

To evaluate the performance damage, we derive the failure
rate during the attack. During the toff periods, the failure rate



(a) Provisioned WCUs and HTTP requests

(b) Failure Rate

Figure 5: Adaptive YoYo Attack with provisioned mode DB.

is 0% since the system is not be overloaded (see Fig. 5(b)).
Thus, we focus on analysing the ton periods. A full analysis
is provided in Appendix B, which concludes that:

RD
YoYoprov
p (k) ≈ ton

T
·
(
1− 1

k + 1

)
. (11)

C. DDoS attack on DynamoDB in On-demand mode

When configured to on-demand mode, DynamoDB will
eventually auto-scale to meet the arrival rate (of (k + 1) · r
requests/sec). At that stage, both the Lambda and the DB
costs will scale by a factor of k, and there will be no
performance damage (see Fig. 6, Minute 21 and afterwards).
During the scale-up period and until it is completed (Minutes
3 to 21 in Fig. 6), some request rejections will be experienced.
However, since this period is usually short, relatively to the

Figure 6: DDoS Attack with DB in on-demand mode: Lambda
and DB scaling drastically differ from each other.

total duration of the attack, we do not account for it in the
analysis and provide approximated damage values based on

the full duration of the attack:

RDLambda
e (k) ≈ k (12)

RDDBOnDemand
e (k) ≈ k (13)

RDDDOSOnDemand
p (k) ≈ 0 (14)

In Section VII we will present an experiment (Figure 9) which
“zooms-in” on the scaling period and depicts the performance
damage there, which as we observe might be significant during
the scaling period itself.

D. Yo-Yo attack on DB in On-demand mode
Since on-demand mode does not scale-down resources, it

dismantles Yo-Yo attack’s ability to trick the scaling mecha-
nism (see Fig. 7). However, this comes at the price of serving
the malicious traffic when it arrives, as in the plain DDoS
attack. Since the attack is on only for a fraction of ton/T of

Figure 7: Yo-Yo Attack with DB in on-demand mode: Yo-Yo’s
ability to trick the scaling mechanism is blocked.

its total duration, we have that:

RDLambda
e (k) = k · ton

T
(15)

RDDBOnDemand
e (k) ≈ k · ton

T
(16)

RDY OY OOnDemand
p (k) ≈ 0 (17)

E. Attack effectiveness: Potency Analysis
Potency is a metric defined to measure the effectiveness of

attacks (see [13]), where the effectiveness is defined as the
ratio between the inflicted damage and the attack cost, which
we define as the average attack power. Clearly, an attacker
would be interested in maximizing the damage per each attack
resource invested, i.e., maximizing the attack potency.

In plain DDoS attacks the cost of the attack is exactly k
as the attacker’s traffic rate is constant. I.e., CDDoS(k) = k.
For Yo-Yo attacks, the attack cost is directly affected by the
power of attack k and the ton period, relative to the length of
each attack cycle, T . I.e., CY oY o(k) = k · (ton/T).

We define the attack economic potency, P attack
e (k), to be

the ratio between the relative economic damage RDattack
e (k)

and the cost of mounting such an attack:

P attack
e (k) =

RDattack
e (k)

Cattack(k)
. (18)

Similarly, we define the the attack performance potency:

P attack
p (k) =

RDattack
p (k)

Cattack(k)
. (19)



Tandem: DDoS Tandem: Yo-Yo Tandem: DDoS Tandem: YoYo
DB provisioned DB Provisioned DB on-demand DB on-demand

Attack Cost k k · ton
T

≈ k
5

k k · ton
T

≈ k
5

Relative Economic Damage Lambda k k · ton
T

≈ k
5

k k · ton
T

≈ k
5

Relative Economic Damage DB Lupper
S
DBprov
down

S
DBprov
down

+S
DBprov
up

· Lupper ≈ 6
7
· Lupper k k · ton

T
≈ k

5

Relative Performance Damage 1− Lupper
1+k

ton
T

·
(
1− 1

k+1

)
≈ 1

5
· k
(k+1)

0 0
Potency: Economic damage Lambda 1 1 1 1

Potency: Economic damage DB Lupper · 1
k

Lupper ·
S
DBprov
down

S
DBprov
down

+S
DBprov
up

· T
ton

· 1
k

≈ 4.28 · Lupper

k
1 1

Potency: Performance (1− Lupper
1+k

) · 1
k

(1− 1
1+k

) · 1
k

0 0

Table II: Results Summary - Attack damages and Potency as a function of attack power (k). Parameters whose values are
based on the cloud provider (and not the customer) are given as approximations as well, using their values from Table I.

F. Summary of the Analysis Results and Discussion

Table II summarises our results, and provides the attack
potency for all cases. Based on the table we can make the
following observations:

1) DB on-demand damages: Under the DB on-demand
control strategy (two right columns) the economic dam-
ages to the DB (3rd row) are relatively high and propor-
tional to the attack power (k). This holds as the DB is
un-bounded and scale to accommodate the total demand.

2) DB provisioned damages: Under the DB provisioned
control strategy (two left columns) the economic damage
to the DB (3rd row) is lower than k, but the system is
subject to significant performance damage. This holds
since the DB capacity in this mode is upper-bounded,
while in on-demand mode it is not.

3) Lambda damages: The economic damage inflicted on
the Lambda function is rather intriguing. This eco-
nomic damage (2nd row) under DB provision (two left
columns) remains high (order of k) despite the provision.
That is, under DB provisioned mode, the system is
penalized both in high performance damage (rejection
rate) and large number of Lambda charges. This “double
damage” should be attributed to lack of coordination
between the Lambda and DB microservices. It reflects
situations whereby the Lambda function accepts some
user requests, which are first charged by the function
and are later rejected due to lack of space in the DB.

VII. EXPERIMENTAL EVALUATION

In this section we evaluate the studied Tandem attacks on a
real serverless infrastructure, Amazon AWS.

Figure 8 shows an experiment in which we configured Dy-
namoDB to use provisioned mode auto-scaling, and launched
an adaptive YoYo attack on the system.

We collected the actual rate of WCUs consumed during the
run (in blue in the figure), which was measured by the number
of successful writes to the DB according to the response
code of each HTTP request. In addition, we collected the
provisioned WCUs reported by Amazon CloudWatch [18],
and noticed a delay in the reports. The number of requests

(a) Experiment results: WCU and Lambda usage

(b) Failure Rate

Figure 8: Adaptive YoYo Attack - The DB remains scaled up
for a period of 3.5 times longer than the total attack duration.

arrivals to the system, which equals to the number of Lambda
invocations, is plotted in red. Figure 8(b) presents the failure
rate of requests throughout the experiment.

The figures match the behaviour expected by our analysis
and described in Fig. 5 from Section VI. Similarly to the
analysis conclusions, we can see that during each attack
burst, it takes time for the DB to scale-up; therefore we
observe rejected requests damage, as well as waste of Lambda
invocations caused by the DB throttling their write attempts
(pink areas). When the attacker halts the attack burst, the
DB remains scaled up for a significant period, which inflicts
additional economical damage on the system (blue areas).

We can observe that the total time the DB is scaled-up
is approximately 155 minutes. Which is 3.5 times the total
duration of the 5 attack bursts, 45 minutes. This results from
the Yo-Yo attack nature, and also from an interesting AWS’s



(a) Scale-Up mechanism behaviour

(b) High failure rate during the scaling period.

Figure 9: Scale-up of on-demand DB - Experiment results

policy, which in practice limits the number of scale-down
actions that can be performed hourly, and daily, and increase
the attack damage: After the fourth attack burst, the scale-
down interval was significantly higher and the DB remained
scale-up for more than an hour (between Minutes 105 and
165). The purple lines mark the expected scale-down attempts.

In Figure 9 we showcase the scaling behavior of the
database, configured to on-demand mode, by launching a
constant-rate DDoS attack starting and remaining at around
8300 requests per second. Figure 9(a) shows that the initial
capacity of the DB starts at 4000 and we can observe that
it takes almost 30 minutes for the DB capacity (green) to
meet the required rate (black). The corresponding failure rate
can be observed in figure 9(b). Note that the scaling period is
usually relatively negligible comparing to the full length of the
attack. However, the experiments indicate that reaction times
differences between microservices working in tandem can
result in performance damage and wasted resources (Lambda
invocations in this case) even when the scaling capacity limits
(or lack of limits) of the components are identical.

VIII. CONCLUDING REMARKS AND FURTHER WORK

We showed that the controls provided by microservices do
not allow coordination between various microservices and are
short of providing an efficient holistic control of a system.
Tandem attacks can exploit this and inflict significant damages.
Remedies to this problem are the subject of ongoing research.
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APPENDIX

A. Economic Damage: YoYo attack with Provisioned Mode
In each cycle of the YoYo attack, the system is targeted with

load of additional k · r malicious requests. As the Lambda is
scaled up immediately to adapt for the attack burst, the extra
cost during each burst of length ton is: ton ·r ·k ·CostLambda.
Throughout the full span of the attack (n cycles) the cost is:

DamageLambda
e (k) = n · ton · r · k · CostLambda. (20)

RDLambda
e (k) =

n · ton · r · k · CostLambda

n · T · r · CostLambda
= k · ton

T
(21)

During the first SDBprov
up seconds of the attack burst, the DB

detects the need to scale-up while the capacity is still r (see
the first minutes of the attack burst in Figure 5(a)). Then, the
DB performs a scale-up which lasts W

DBprov
up seconds (see the

increase of the blue line in Figure 5). During that period, we
take the average capacity: r + r·Lupper−r

2 = r · (Lupper+1
2 ).

When the attack burst is off, the DB remains scaled-up for
a period of SDBprov

down (see the blue area in Figure 5). During that
period, the economic damage results from the over-provisioned
(and unutilized) capacity, whose value is Lupper · r. Then, a
scale-down occurs for W

DBprov

down seconds (see the decrease of
the blue line in Figure 5). Similarly to the scale-up, the avarage
capacity in that period is r · (Lupper+1

2 ). Combining the periods:

DamageDBProv.
e (k) = n · r · CostDB · (SDBprov

up +

+S
DBprov

down Lupper + [W
DBprov
up +W

DBprov

down ]
Lupper + 1

2
) (22)

RDDBProv.
e (k) =

DamageDBProv
e (k)

n · T · r · CostDB
=

S
DBprov
up

T
+

+
S
DBprov

down · Lupper + (W
DBprov
up +W

DBprov

down ) · Lupper+1
2

T
. (23)

In practical cases the W variables are small relatively to the
S variables, yielding:

RDDBProv.
e (k) ≈

S
DBprov

down

S
DBprov

down + S
DBprov
up

· Lupper. (24)

B. Performance Damage: YoYo attack with Provisioned Mode
During each attack burst, the arrival rate is r · (k + 1)

requests per second. Recall that ton = S
DBprov
up + W

DBprov
up .

During S
DBprov
up , the capacity of the DynamoDB is still r. Thus,

the failure rate is r(k+1)−r
r(k+1) = 1 − 1

k+1 . During the warm-up

period, WDBprov
up , the average capacity is r · Lupper+1

2 , and the
failure rate is r((k+1)−(Lupper+1)/2)

r(k+1) = 1− (Lupper+1)
2(k+1) . Hence,

RD
YoYoprov
p (k) =

S
DBprov
up · (1− 1

k+1 ) +W
DBprov
up · (1− Lupper+1

2·(k+1) )

T
Using some algebraic manipulation and Eq. (7) yields:

RD
YoYoprov
p (k) = ton

T − 2·SDBprov
up +W

DBprov
up ·(Lupper+1)

2·(k+1)·T . Note that
similarly to Eq. (24), we can approximate the relative
performance damage: RD

YoYoprov
p (k) ≈ ton

T ·
(
1− 1

k+1

)
.

Damage
YoYoprov
p (k) can be obtained by multiplying the total

benign traffic size, r ·n ·T , and the failure rate RD
YoYoprov
p (k).
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