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ABSTRACT

The Common Vulnerabilities and Exposures (CVE) system is crucial
for cybersecurity, providing standardized identification of vulner-
abilities. In February 2024, the National Vulnerability Database
(NVD) announced it could no longer enrich new CVEs due to in-
creasing volumes, significantly impacting global security efforts.

This paper introduces VulnScopper, an innovative approach to
automate and enhance vulnerability enrichment using Graph Neu-
ral Networks (GNNs). VulnScopper combines Knowledge Graphs
(KG) with Natural Language Processing (NLP) by leveraging UL-
TRA, a GNN-based knowledge graph foundation model, alongside
a Large Language Model (LLM). VulnScopper’s inductive approach
enables it to handle unseen entities, overcoming a crucial limitation
of previous CVE enrichment methods.

We evaluate VulnScopper on the NVD dataset in inductive and
transductive setups for CVE to Common Platform Enumerations
(CPE) linking. Our results show that VulnScopper outperforms
state-of-the-art techniques, achieving up to 60% Hits@10 accuracy
in linking CVEs to CPE on unseen CVE records. We demonstrate
VulnScopper’s effectiveness on unseen 2023 CVEs, showcasing its
ability to uncover new vulnerable products and potentially reduce
vulnerability remediation time.

CCS CONCEPTS

« Security and privacy — Vulnerability management; - Com-
puting methodologies — Knowledge representation and reasoning.
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1 INTRODUCTION

Effective vulnerability management involves continuously identify-
ing, classifying, and remediating software vulnerabilities. Security
databases like the National Vulnerability Database (NVD) provide
crucial information about vulnerabilities, weaknesses, and affected
products. However, the volume of vulnerabilities is increasing annu-
ally, with NVD reporting 28,830 vulnerabilities in 2023. In February
2024, NVD announced [20] that it could no longer enrich new CVEs
due to this overwhelming volume, significantly impacting global
security efforts.

Traditionally, security analysts manually analyzed vulnerability
records and identified vulnerable products using Common Platform
Enumerations (CPEs). When a new CVE is published, rapid iden-
tification of affected products using CPEs is crucial. This enables
organizations to mitigate exploitation risks, prioritize patching, and
assess infrastructure risks. Our analysis shows that CPE configura-
tions are frequently added after the initial publication of CVE with:
6.09% within 30 days, and 4.83% within 180 days, increasing the risk
of exploitation due to the incomplete scope of the vulnerability dur-
ing this time. Moreover, manual identification of all affected CPEs
is time-consuming and error-prone, especially given the increasing
number of vulnerabilities. Automated approaches are thus essen-
tial for faster and more comprehensive identification of vulnerable
products.

To address these challenges, we present VulnScopper, a novel
multi-modal representation learning approach that combines Graph
Neural Networks (GNNs) with Natural Language Processing (NLP).
VulnScopper leverages ULTRA [8], a GNN-based knowledge graph
foundation model, to learn rich relational information between se-
curity entities. This graph-centric approach allows VulnScopper to
handle unseen entities, overcoming a crucial limitation of previous
methods. We enhance link prediction accuracy by integrating NLP
embeddings of security entity descriptions.

Our evaluation results show that VulnScopper achieves up to
60% Hits@10 accuracy in inductive configuration, and up to 71%
Hits@10 in the transductive configuration.

Our key contributions include:

(1) We present VulnScopper, a novel approach that integrates
graph and text representation learning to predict links be-
tween CVEs and CPEs effectively.

(2) We demonstrate VulnScopper’s ability to connect unseen
vulnerabilities, a previous limitation of KG-based methods.
As far as we know, this is the first KG-based solution that
deals with unseen CVEs.

(3) We evaluate VulnScopper in transductive and inductive modes,
demonstrating superior prediction accuracy over previous
methods.
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(4) We demonstrate VulnScopper’s effectiveness by identifying
new links between the ’libwebp’ vulnerability and affected
products.

2 PRELIMINARIES
2.1 Security Entities

The vulnerability management ecosystem relies on several standard-
ized frameworks to ensure consistent identification, categorization,
and communication of security issues:

Common Vulnerabilities and Exposures (CVE): A standardized
system for identifying and referencing public information security
vulnerabilities and exposures. CVEs facilitate data sharing across
security tools and services.

Common Platform Enumeration (CPE): A structured naming
scheme for IT systems, software, and packages. CPE names spec-
ify vendor, product, version, and other attributes. For example:
cpe:2.3:a:google:chrome:*:*:*:*:*:*:*:* (Google Chrome application).
Common Weakness Enumeration (CWE): A framework catego-
rizing software and hardware weakness types. CWE has a hierar-
chical structure with four abstraction levels: Pillar, Class, Base, and
Variant. For instance, “CWE-74: Improper Neutralization of Special
Elements ('Injection’)” is a parent to “CWE-79: Cross-Site Scripting
(XSS)”.

2.2 Transductive Link Prediction

Transductive link prediction, exemplified by methods like TransE
[3], traditionally used fixed vocabularies of nodes and edges. This
approach necessitates complete model retraining upon the addition
of new nodes or edges, limiting prediction capabilities for unseen
entities.

2.3 Inductive Link Prediction

Inductive link prediction, as implemented in recent methods like
NBFNet [35] and ULTRA[8], enables generalization to unseen en-
tities and relations. These models initialize entity features with
learnable relation vectors, allowing adaptation to new entities with-
out retraining. VulnScopper adapts this approach to perform link
prediction over unseen entities.

3 VULNSCOPPER MOTIVATION

A primary motivation of VulnScopper is the challenges of manually
analyzing the associations between CVE and CPE. The full scope of
vulnerable CPEs for a newly published CVE often emerges gradually.
Delays in identifying affected CPEs can significantly extend the
exposure time of vulnerabilities, potentially leading to security
breaches in unpatched systems. For instance, CVE-2021-44228 [17],
known as Log4Shell, was disclosed in December 2021. However, it’s
still being actively exploited in 2024 as shown by [16]. At the time
of this study, Log4Shell’s CPE configurations were last updated in
July 2024, demonstrating the ongoing challenge of identifying all
affected products.

Our analysis of 111,000 CVEs from NVD (2019-2023) reveals that,
on average, each CVE is associated with 3 CPEs. New CPE configu-
rations are frequently added after initial publication: 6.83% of CVEs
receive updates within 1 day, 6.69% within 7 days, 6.09% within 30
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days, and 4.83% within 180 days. Table 1 details the percentage of
CVEs receiving new CPE configurations over time, by year. Recent
CVEs show lower percentages of new CPE additions, likely due to
their still-evolving scope.

Year Total 1Day 7Days 30Days 180 Days

2019 18,352 9.10%  8.99% 8.53% 6.93%

2020 18,522 9.73%  9.70% 9.54% 8.26%

2021 19,771  9.50%  9.34% 8.15% 4.29%

2022 25,260 6.79%  6.72% 5.86% 1.73%

2023 29,549 1.84% 1.70% 1.43% 0.28%
Table 1: Percent of CVEs updated with a new CPE after 1, 7,
30, and 180 days from their creation.

We note that the exposure time of software systems to CVE,
which is the period between a CVE’s publication and its resolution,
depends on (1) time to understand the CVE’s scope fully and (2)
time to resolve the vulnerability. As the second factor relies on the
first and team efficiency, quickly addressing the first is crucial to
prevent exploitation. VulnScopper aims to address this issue.

4 RELATED WORK

The utilization of vulnerability databases to gain insights into vul-
nerabilities and threats has been extensively studied in the academia
and hi-tech industry.

NLP-based methods use entity descriptions to understand con-
nections. [31] proposed an automated framework for matching CVE
descriptions with products using NER and deep neural networks. [9]
used regular expressions and Bi-LSTM to predict missing vulnerabil-
ity aspects. V2W-BERT [5] employs transfer learning for CVE-CWE
link prediction. However, these approaches process CVEs individu-
ally, losing relational information not present in descriptions.

Graph and description-based approaches address this issue. [24]
constructed a vulnerability KG using CVE, CWE, and CPE entities,
employing TransE[3] for link prediction. [10, 32] utilized TransCat
and TransH algorithms, respectively, combining graph and descrip-
tion embeddings. [34] used TransE, Word2Vec, and GAT[30].

While effective, these methods cannot predict links to unseen
nodes. Previous vulnerability graph-based approaches use lookup
mapping for entity and relation embeddings, limiting their practi-
cality for addressing new vulnerabilities.

VulnScopper employs a multi-modal approach combining UL-
TRA for inductive knowledge graph reasoning and OpenAl’s Ada[21]
embeddings for textual description.

5 VULNSCOPPER DESIGN
5.1 Why Multi-Modality?

Figure 2 demonstrates the significance of the KG in predicting links
between CVEs and CPEs. NVD data shows CVE-2020-36331 impacts
libwebp and Red Hat Enterprise Linux, whereas CVE-2023-4863
only affects libwebp.

Our analysis indicates that Red Hat Enterprise Linux is also
impacted by CVE-2023-4863 [12]. Although this information is not
present in the CVE description in Figure 1, it can be inferred from
the graph topology, as shown in the Figure.


cpe:2.3:a:google:chrome:*:*:*:*:*:*:*:*
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Heap buffer overflow in libwebp in Google Chrome prior to 116.0.5845.187 and libwebp 1.3.2 allowed a remote attacker to perform an out of

bounds memory write via a crafted HTML page. (Chromium security severity: Critical)

Figure 1: CVE-2023-4863 vulnerability description, NVD.

CVE-2020-36331 CVE-2023-4863

libwebp

Red Hat
Enterprise Linux

Figure 2: The CPE connection among CVE-2020-36331 and
CVE-2023-4863 implies on CPE connectivity.

The CVE description is crucial for linking to relevant CPEs. For
instance, CVE-2023-4863 [18], affecting the libwebp library, de-
scribes a "heap buffer overflow vulnerability in WebP in Google
Chrome’. This implies connections to multiple CPEs: Google Chrome,
libwebp, and potentially Microsoft Edge (Chromium-based). "WebP’
and ’Chrome’ are key for identifying new links to CPEs.

5.2 Vulnerability Graph Construction

We consider various security entities and their relations to create
the VulnScopper vulnerability knowledge graph, as illustrated in
Figure 3.

We retrieve vulnerability data from the NVD API [19] up to
October 2023. Next, we establish relations between CVEs, CPEs,
vendors, and components using "MatchingCVE", "hasVendor", and
"hasComponent" relation types. To enrich the graph, we incorporate
MITRE CWE data [15], which provides hierarchical information and
additional properties such as programming language, technology,
exploitation likelihood, and consequence and CWE hierarchy.

The final graph employs 12 types of relations, as illustrated in
Figure 3: hasComponent and hasVendor are CPE relationships in-
dicating the component type and vendor of the CPE, respectively.
matchingCVE and matchingCWE are CVE relations indicating the
CPE to CVE relation and CVE to CWE relation, respectively. The
remaining 8 types are CWE relations: childOf, peerOf, canPrecede,
and memberOf represent hierarchy relations among CWEs, while
hasConsequence, hasExploitLikelihood, hasTechnology, and hasPro-
grammingLanguage represent relationships between CWEs and
their characteristics.

To maintain the quality and increase prediction effectiveness,
we filter CVEs that lack associations with any CPE. Tables 2 and 3
show the number of security entities of each type and the number
of nodes and relationships, respectively.

#CVEs | #CPEs | #CWEs
212,360 | 103,892 393
Table 2: Count of CVEs, CPEs, and CWEs in the graph.

#Nodes | #Rel Types | #Total Rel
349,032 12 1,052,423
Table 3: Count of nodes, relation types, and relations.

5.3 Components of VulnScopper

VulnScopper consists of six components designed to predict links
in a knowledge graph. Given a query (?, g, ), where ? is the head
entity to be predicted (CPE), q is the query relation (matchingCVE),
and t represents the tail entity (CVE). VulnScopper outputs scores
for all possible CPEs for the given query. These scores are converted
to ranks, with the highest-scored entity assigned rank 0.

Figure 4 illustrates the integration of these components. The blue
components (1-4), derived from ULTRA, enable link prediction for
unseen vulnerabilities (detailed explanation is provided in Appendix
A). The red component (5-6) integrates textual information to enrich
the graph representation.

1. ULTRA Relational Graph: Transforms input graph G into
a graph of relations G,, where nodes represent unique re-
lations in G. G, edges denote four fundamental interaction
types between relations: tail-to-head, head-to-head, head-to-
tail, and tail-to-tail.

2. ULTRA Conditional Relation Representation: Obtains
node representations of G, conditioned on the query rela-
tion, using a GNN with a non-parametric DistMult message
function and sum aggregation.

3. ULTRA Entity Representation: Adapts an inductive link
predictor for conditional relation representations, using a
modified NBFNet for message passing over the entity-level
graph.

4. MLP Layer: A final MLP s : R? — R! scores each node as
a potential tail for the query.

5. VulnScopper Language Model: VulnScopper employs lan-

guage models to convert textual descriptions into numeri-
cal representations, enhancing the knowledge graph. For a
graph G = (E, R, T) with entity set E, each entity e € E has
its description d(e).
We use OpenAl’s Ada model [21] to map d(e) to a vector
Ry1m € RY%4: VulnScopper’s architecture allows easy inte-
gration of any LLM through a flexible linear layer, ensuring
compatibility with different embedding models and dimen-
sions.
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g CWE CWE
Vendor
T
peerOf
childOf canPrecede Consequence
hasVendor
\ hasConsequence
hasComponent machingCVE machingCWE _
Component < CPE CvE hasExploitLikelihood | Exploitation
—_— Likelihood
memberOf hasTechnology
/hasProgramrningLanguage
Technology
Programming

Language

Figure 3: The vulnerability knowledge graph schema used by VulnScopper.

6. VulnScopper Intermediate Component: Combines UL-
TRA’s representation with textual entity descriptions, inte-
grating graph-based and textual information for the entity-
level GNN.

5.4 Combining GNN with LLM

At this step, VulnScopper’s intermediate layer combines the re-
lational representation with textual entity representations. First,
using the input query, and ULTRA’s conditional relation represen-
tation the initial entity representation is created (see Appendix A.3
for details).

Then, h is processed by a pre-trained embedding model, yielding
hiim. the textual embedding representation of h. Next, h’s initial
representation from ULTRA hy is combined with hy;,,, using vector
concatenation: heompined = [Ags hiim]- Fully connected layers are
applied to reduce dimensionality and learn the optimal combination
of representations:

hfinal =W -heompined +b

where W € R%*(dg+dim) and b € R%, with dy and dj;,, being the
dimensions of hy and hy;,,, respectively.

As illustrated in Figure 4, hfip,), the integrated representation
from VulnScopper’s intermediate layer, is fed into ULTRA’s entity
representation layer. This layer employs an NBFNet-based GNN
architecture to process this vector along with the input query before
a final MLP layer scores all candidate tails. This integration allows
the entity-level GNN to simultaneously process and learn from
textual and graph-based representations.

5.5 Implementation and Training

We implement VulnScopper using Python 3.9 and PyTorch 2.1.0,
integrating with existing ULTRA code. The training process follows
standard KG embedding practices [3, 33] and uses the binary cross
entropy loss:

n

1
£=-logp(uq.0) - ) ~log(1 = p(u},q.9])
i=1

Where (v, q,v) is a positive triplet, and (u}, ¢, v]) are negative triplet
examples generated during the training process.

Table 4 provides the complete list of hyperparameters we use to
train Vulnscopper. We conducted a grid search to determine the
optimal learning parameters, including learning rate, number of
negative examples, epochs, and batches per epoch. The training and
the testing are conducted on a cloud machine with 170 GB memory
and 2 x NVIDIA A100 40GB GPUs. The operating system image used
is Google’s "c2-deeplearning-pytorch-2-0-gpu-v20231209-debian-
11-py310".

Hyperparameter
# layers 6
Relation-level GNN hidden dim . o4
message DistMult
aggregation sum
LLM Ada dim 1536
Layeri-in dim 1600
. Layeri-out dim 800
Intermediate layer Layers-in dim 200
Layery-out dim 64
# layers 6
Entity-level GNN hidden dim . o4
message DistMult
aggregation sum
non-linear function g(.) | 2-layer MLP
optimizer AdamW
learning rate 0.0005
epochs 10
Learning parameters batches per epoch 2,000
adv temperature 1
# negatives 256
batch size 16

Table 4: Hyperparameters of VulnScopper and ULTRA (For
ULTRA’s entity- and relation-level GNN parameters, see Ap-
pendix A)
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Figure 4: VulnScopper Multi-modal architecture.
6 EXPERIMENTAL RESULTS Model Paper | KG | LM
This section focuses on inductive link prediction results; For trans- Ada + LP ~ [5] * v
ductive link prediction results, refer to Appendix C. Table 5 com- ChatGFT 4 [4] X v
pares the capabilities of various models, including our adaptations Induct¥ve—NP (7] Our v *
of existing models to CVE enrichment (marked as "Our" in the Inductive-NP + LLM Our v | v
table). All models were evaluated on the same dataset to ensure fair ULTRA Zero-Shot [8] Our v %
comparison. ULTRA [8] Our v x
We describe here the different methods used in comparison to ULTRA Fine-tuned [8] Our v x
our VulnScopper: VulnScopper: ULTRA+LLM | Our | v | V

e Ada + LP: Uses Ada LLM for entity description embeddings,

with a link prediction layer for classifying link confidence

values.

ChatGPT-4: Utilizes ChatGPT-4 for predictions [4]. For com-

plete prompt see Appendix B.

Inductive NodePiece (Inductive-NP): Reduces large node

vocabulary to a fixed size using anchor nodes and relation

types. Incorporates CompGCN layer for improved represen-

tation.

ULTRA: Trained on the NVD graph in transductive and

inductive modes. Also includes:

— ULTRA zero-shot: Pre-trained version using four graphs,
most effective for zero-shot scenarios.

— ULTRA fine-tuned: Fine-tuned version using four graph
checkpoints, denoted as ULTRA NVD tuned and ULTRA
RH tuned for respective graphs.

In the search for an integrated representation of the entity graph
and textual description, we introduce Inductive NodePiece + LLM
(Inductive-NP + LLM) that combines NodePiece entity embeddings
with Ada LLM description embeddings using an intermediate layer.

Table 5: Models and their respective components Knowledge
Graph (KG) and Language Model (LM).

6.1 Datasets

We employ an inductive learning setup with temporal graph divi-
sion up to October 2023. The dataset is split as follows:

e Training Graph: Contains all triples up to January 1st, 2023
(880,758 relations)

o Inference Graph: Relations from January 1st to October
18th, 2023 (166,799 relations)

e Validation Graph: Subset of inference period (1,461 rela-
tions)

e Test Graph: Another subset of inference period (3,405 rela-
tions)

The inference, validation, and test graphs contain entirely unseen
data during training, rigorously testing the model’s generalization
to new vulnerabilities. This temporal split mimics real-world sce-
narios.
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6.2 Evaluation Metrics

We report VulnScopper’s performance through standard KG link
prediction metrics:

Mean Reciprocal Rank (MRR): The average of reciprocal
ranks of the first correct answer for a set of queries:

1 1Q] 1
MRR= — Y ——
10| ; rank;

where |Q| is the number of queries and rank; is the rank of the
first correct answer for the i-th query. ChatGPT’s MRR is marked
with "X" due to token limitations and inaccuracy, we restrict it
to rank only the top 10 entities, making it incomparable to other
models.
Hits @K: The proportion of correct predictions in the top K
ranked items:
;@
Hits@K = — Zl(rankq <K)
101

where I(+) is the indicator function (1 if correct answer is within
top K positions, 0 otherwise) and rankg is the rank of the correct
answer for the g-th query.

6.3 Results

The CVE to CPE inductive link-prediction results are presented
in Table 6. VulnScopper outperforms the other methods, with 54%
MRR and 60% Hits@10. Additionally, VulnScopper also outperforms
the other methods in the transductive link prediction task, achieving
59% MRR and 71% Hits@10 (see Appendix C for the complete
transductive results).

Hit@k
Model MRR @10 @3 o1
Ada +LP 0.205 | 0.233 | 0.180 | 0.154
ChatGPT 4 X 0.162 | 0.139 | 0.112
Inductive-NP 0.275 | 0.469 | 0.288 | 0.203

Inductive-NP + LLM | 0.318 | 0.556 | 0.340 | 0.220
ULTRA Zero-Shot 0.320 | 0.392 | 0.354 | 0.269

ULTRA 0.401 | 0.466 | 0.320 | 0.226
ULTRA Fine-tuned 0.535 | 0.569 | 0.528 | 0.460
VulnScopper 0.547 | 0.603 | 0.540 | 0.486

Table 6: Inductive CVE to CPE link prediction results.

7 CASE STUDY: PREDICTING THE CPE FOR
CVE-2023-4863, LIBWEBP VULNERABILITY

We demonstrate VulnScopper’s effectiveness using the well-known
CVE-2023-4863 ’libwebp’ vulnerability. The objective is to identify
new links to CPE configurations not already in the graph, thus un-
covering potentially vulnerable ones. We use VulnScopper trained
on NVD data up to 2023 to predict unseen vulnerable CPE con-
figurations. CVE-2023-4863 and its associated matching relations
are incorporated in the inference graph, having been excluded
from VulnScopper’s training process (inductive setup). We use the
input query (?, matchingCVE, CVE-2023-4863), and vulnerability
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description to rank all candidate CPEs of CVE-2023-4863. From
VulnScopper’s ranked output, we exclude known NVD CPEs and
manually review the top 10 predictions against additional security
databases. In Appendix D we provide a supplementary case study
of recent vulnerability CVE-2023-38545 in ’libcurl’.

CVE-2023-4863, a heap buffer overflow vulnerability in open-
source libwebp, initially affected Google Chrome but expanded to
multiple systems. NVD lists vulnerable CPEs including Chrome,
Firefox, Edge, Thunderbird, Debian Linux, and Fedora Linux. This
case demonstrates the complex, evolving nature of vulnerability
impacts across diverse networked systems.

Table 7 demonstrates VulnScopper’s effectiveness, with 8 out of
the top 10 predicted CPE configurations validated through cross-
checking.

CPE Configuration Rank Ref
cpe:2.3:a:microsoft:edge_chromium 1 [14]
cpe:2.3:a:imagemagick:imagemagick 2 [26]
cpe:2.3:0:canonical:ubuntu_linux 4 [29]
cpe:2.3:a:ffmpeg:fimpeg 5 [26]
cpe:2.3:0:redhat:enterprise_linux 6 [23]
cpe:2.3:a:libtiff:libtiff 7 [25]
cpe:2.3:a:qt:qt 8 [22]
cpe:2.3:a:python:pillow 10 [26]

Table 7: Vulnerable CPE configuration of CVE-2023-4863
among the top 10 VulnScopper predicitons.

8 CONCLUSIONS

In this paper, we present VulnScopper, a robust system that har-
nesses the synergy of Graph Foundation Models and Large Lan-
guage Models to revolutionize the prediction and analysis of vulner-
abilities. VulnScopper is a step towards an Al-assisted system that
can help analysts analyze vulnerabilities efficiently. By leveraging
both the interconnections between CVE, CPE, and CWE entities
and their respective descriptions, VulnScopper achieves exceptional
results in CVE to CPE mapping, demonstrating its effectiveness in
both transductive and inductive setups.

VulnScopper not only elevates the precision of identifying rela-
tionships in cyber-physical systems but also illuminates the path for
constructing a general-purpose cybersecurity multi-modal graph
and text-based foundation model. This promising direction for fu-
ture research has the potential to create a unified framework for
cyber threat intelligence, further empowering the detection, pre-
vention, and mitigation strategies in the ever-evolving landscape
of cybersecurity threats.
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A ULTRA

To allow VulnScopper to learn the KG entity representation while
dealing with unseen vulnerabilities, we use ULTRA [8]. ULTRA is
a step towards foundation models for KG, aiming to learn universal
and transferable graph representations. It achieves this by condi-
tioning relational representations on their interactions, enabling
pre-trained models to generalize and fine-tune across unseen KGs
with any relation vocabularies. ULTRA combines three main com-
ponents: 1) Relation graph construction, 2) Conditional Relation
Representation, and 3) Entity-level link prediction.

A.1 Relation graph construction

In the Relation graph construction step, Graph G = (E,R,T) is
transformed using a lifting function G, = LIFT(G) to create a new
graph G, where each node is a distinct relation type in the original
graph G. The relations in G, denoted as Ry,,4 are four fundamental
types of relational interactions: tail-to-head (t2h) edges, head-to-
head (h2h) edges, head-to-tail (h2t) edges, and tail-to-tail (t2t) edges.

Figure 5 illustrates the transformation of graph G to G, using
LIFT(G). Relation types from G, such as matchingCVE and match-
ingCWE, become nodes in G,. The edges in G, represent the funda-
mental relational interactions Ryy,,4. For instance, the interaction
between matchingCVE-matchingCWE is represented by a tail-to-
head (t2h) edge in G, as the tail entity of matchingCVE corresponds
to the head entity of matchingCWE in G. Conversely, the inter-
action from matchingCWE to matchingCVE is represented by a
head-to-tail (h2t) edge.
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Figure 5: ULTRA’s Relation graph construction step on our
vulnerability KG.

.

A.2 Conditional Relation Representation

Subsequently, the conditional relation representation component
creates a d-dimensional node representation Ry € RIRIXd of G,
conditioned on query q = (h, r, ?). The conditioning is implemented
through INDICATOR, function and employs a Graph Neural Net-
work (GNN) over overGy:

R = INDICATOR, (1,0, q) = 1y= % 1¢

olu
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hyty = UPDATE(h, , AGG(MSG (Y . Rfuna)))

vlu
The indicator function assigns a vector filled with ones to the node
u if it matches the query relation g, and assigns a zero vector to all
other nodes.

The GNN architecture is based on NBFNet [35] with a DistMult[33]
message function and sum aggregation. Each unique relation r € R
in the query has its own matrix of conditional relation representa-
tion Rg € RIRIXd that entity-level link predictor can use.

A.3 Entity-Level Link Prediction

In the final phrase, an additional NBFNet operates on the entity
level and was utilized to predict links at the entity level. The process
starts by initializing the head node with the query vector g from
R4 while other nodes are set to zero. Each GNN layer then applies
a non-linear function g’ (-) to refine relation representations used
in the MESSAGE function MSG:

hO

olu

= INDICATORe(u,v,q) = 1y=y * Ry4[q]

hi*! — UPDATE (hf

1
olu olw’

AGG(MSG(H,, . g" (M)Ir € R)

The function g’(-) uses a two-layer MLP with ReLU activation.
Sum aggregation and a linear layer update these representations,
culminating in an MLP that converts node states to a probability
score, indicating the likelihood of a node being the tail of the query.

B CHATGPT 4 PROMPT

The prompt used to evaluate ChatGPT 4 in this paper follows the
work done by [4] and has been modified to achieve better results.
The prompt is as follows:

"CPE is a structured naming scheme for information
technology systems, software, and packages. I give
you the description of a vulnerability and you find

the top ten most possible CPEs it may belong to. Use

the CPE 2.3 format:
cpe:2.3:<part>:<vendor>:<product>:<version>:<update>:
<edition>:<language>:<sw_edition>:<target_sw>:<target_
hw>:<other>

Answer in the format of a JSON as follows:

["cpe-id": CPE-ID]

The list should be ordered from the most suitable CPE

to the least suitable among the 10 most suitable CPEs.
The description is: "CVE_DESCRIPTION". Remember

to select the most suitable one. Follow the given for-
mat of the response and do not include any additional
details or information in your response.

C TRANSDUCTIVE LINK PREDICTION
RESULTS
Table 8 presents the transductive link prediction results. In addition
to the inductive models we describe in section 6, we introduce the
following transductive models:
e TransE [3]: KG embedding method. Models relations as
translations between entities using the score function f(h, r, t) =
[fh+r—t.

Daniel Alfasi, Tal Shapira, and Anat Bremler Barr

e TransE + GAT + W2V [34]: Combines TransE with word2vec
description embeddings, to obtain combined representations.

e NodePiece [7]: This KG embedding method reduces the
original large vocabulary of nodes in a graph to a fixed size
by selecting anchor nodes and combining them with relation
types to form a NodePiece vocabulary.

e NodePiece + LLM (Our): A modified version of NodePiece
that utilizes the intermediate layer used by VulnScopper
with the entity embeddings obtained from NodePiece and
the description embeddings obtained from Ada LLM.

Hit@k

Model MRR @10 @3 o1
TransE 0.454 0.595 0.489 0.383
TransE + Gat + W2V - - - -
ADA + LP 0.114 0.207 0.183 0.153
ChatGPT 4 X 0.180  0.157 0.127
Nodepiece 0.385 0.501 0.335 0.201
Nodepiece + LLM 0.399 0590 0.353 0.244
Inductive NP 0.378 0.524 0.406 0.320
Inductive NP + LLM  0.442 0.552 0.437 0.348
ULTRA Zero-Shot 0.220 0275 0.232  0.179
ULTRA fine-tuned 0.523 0.643 0.540 0.462
VulnScopper 0.590 0.715 0.638 0.526
ULTRA 0.488 0.599 0.340 0.282

Table 8: Transductive link-prediction of CVE to CPE on NVD
Dataset. Prediction results of TransE + Gat + W2V are denoted
by a "-" to reflect that a model did not scale to encompass the
entire dataset. ChatGPT 4 MRR is marked with "X" since it
returns only the top 10 results for each configuration.

D CASE STUDY: PREDICTING THE CPE FOR
CVE-2023-38545, LIBCURL VULNERABILITY

We analyze CVE-2023-38545, a vulnerability in a popular open-
source library curl. The vulnerability flaw makes curl overflow
a heap-based buffer in the SOCKS5 proxy handshake. Based on
NVD, the known vulnerable CPE configurations for this vulnera-
bility are: libcurl, fedora linux, active_iq_unified_manager, netapp’s
oncommand_insight, netapp’s oncommand_workflow_automation.

Table 9 shows VulnScopper’s ability to identify previously un-
recognized CPE configurations. Within the top 10 predictions, 7
CPE configurations were validated through cross-checking.

Rank Ref
1 [6]
cpe:2.3:0:microsoft:windows_10 2 [13]
cpe:2.3:0:apple:macos 3 [2]
cpe:2.3:0:redhat:enterprise_linux 4 [11]
5 ]
6 ]

9

CPE Configuration
cpe:2.3:0:debian:debian_linux

[27
cpe:2.3:0:apple:ipados [1
cpe:2.3:0:canonical:ubuntu_linux [28]

Table 9: Vulnerable CPE configuration of CVE-2023-38545

among the top 10 VulnScopper predicitons.

cpe:2.3:a:oracle:mysql



cpe:2.3:<part>:<vendor>:<product>:<version>:<update>:<edition>:<language>:<sw_edition>:<target_sw>:<target_hw>:<other>
cpe:2.3:<part>:<vendor>:<product>:<version>:<update>:<edition>:<language>:<sw_edition>:<target_sw>:<target_hw>:<other>
cpe:2.3:<part>:<vendor>:<product>:<version>:<update>:<edition>:<language>:<sw_edition>:<target_sw>:<target_hw>:<other>
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