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Abstract—We present MadeYouReset, a novel DoS vulnerabil-
ity that exploits a fundamental design flaw in HTTP/2 servers.
In this attack, malicious clients send specially crafted, invalid
yet protocol-compliant control frames, which cause the server
to issue RST_STREAM frames, thereby terminating (resetting)
the stream from the protocol’s perspective. In practice, these
resets do not cancel the associated backend processing on
the server. As a result, the attacker is able to circumvent
the protocol-enforced concurrent stream limit, allowing un-
bounded in-flight requests and creating a potent vector for
denial-of-service.

We demonstrate that numerous HT'TP/2 server implemen-
tations are vulnerable to MadeYouReset. We further show that
it effectively bypasses current defenses designed for the Rapid
Reset vulnerability, which involved client-initiated resets by
explicitly sending RST_STREAM frames. Notably, Rapid Reset
was published in 2023, while already under active exploitation,
leading to large-scale service crashes.

In this paper, we analyze the vulnerability’s behavior and
measure its impact and sensitivity to major parameters. We
demonstrate that the potential damage from MadeYouReset
is comparable to that of Rapid Reset. We explore mitigation
strategies and detection techniques. As part of our responsible
disclosure, MadeYouReset was assigned a general CVE (CVE-
2025-8671). To date, six additional product-specific CVEs have
been issued. Corresponding patches have been applied across
major HTTP/2 servers and libraries, including: Netty, Jetty,
Apache Tomcat, H20, h2 (Rust), SwiftNIO (Apple’s frame-
work), Pingora (Cloudflare’s framework), and others.

1. Introduction

The HTTP/2 protocol has become a cornerstone of mod-
ern web communications, offering superior performance,
network efficiency, and true concurrent request handling
compared to HTTP/1.1. As of mid-2025, HTTP/2 is de-
ployed on over 60% of the world’s top 100,000 websites and
handles the majority of traffic for leading CDNs and major
APIs [61]. Its multiplexed connection model can reduce
page load times, while header compression and single-
session reuse cut bandwidth and CPU overhead. These bene-
fits have driven rapid industry adoption [16], [[18], [47], [S8],
[60]. Because web servers form the backbone of the modern
Internet and cloud infrastructure and are widely deployed,
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they represent especially attractive targets for large-scale
DDoS campaigns [22], [46].

Denial-of-Service (DoS) attacks remain among the
gravest threats to the Internet, disrupting services and cost-
ing organizations millions of dollars. In a DoS attack, an
adversary deliberately overwhelms a computer, network,
or online service, exhausting bandwidth, CPU, or memory
until legitimate users are shut out. DoS vulnerabilities are
characterized by enabling an attacker to cause dispropor-
tionate harm with minimal resources. Since the first high-
profile incident in 2000, the threat landscape has continued
to evolve: new zero-day vulnerabilities are discovered and
exploited every year [22], [46]. To keep pace, defenses have
emerged at the transport, session, and application layers.

Web usage inherently carries a risk of DoS abuse due
to a fundamental asymmetry: requests are cheap for clients
to send but are often expensive for servers to process and
respond to. To help mitigate this potential abuse, HTTP/2
introduced a built-in counter that limits the number of
concurrent requests a server can process on a single con-
nection, implemented at the protocol level as the number of
active streams [58]]. This mechanism helps prevent attackers
from overwhelming the server with excessive requests by
exploiting the built-in asymmetry in the web.

Due to the importance of HTTP/2 in the modern
web, numerous researchers have disclosed HTTP/2-related
resource-exhaustion vulnerabilities, especially in the early
stages of the protocol’s introduction [9]], [41f], [49]. A
notable example is the Netflix HTTP/2 work group that
identified eight distinct flaws [34] (CVE-2019-9511 through
CVE-2019-9518) in popular implementations. In contrast,
only two logical vulnerabilities with broad, cross-vendor
impact have been uncovered in recent years [14]], [15].

In this paper, we introduce MadeYouReset, a novel
HTTP/2 denial-of-service attack that bypasses the protocol’s
built-in concurrency limits. By exploiting a common design
flaw, the attack lets an adversary accumulate unbounded
backend work, causing servers to become unresponsive and
fail to process legitimate requests.

MadeYouReset enables an attacker to accumulate un-
bounded in-flight HTTP requests by sending carefully
crafted invalid HTTP/2 control messages. These messages
trigger server-initiated RST__STREAM frames, which reduce
the active-stream count maintained by the protocol but do
not cancel the associated backend work. The result is a



condition we termed Phantom Streams, streams that ap-
pear closed at the protocol level but continue executing
in the server’s backend. By repeatedly creating Phantom
Streams, an adversary can accumulate unbounded operations
without ever violating the HTTP/2 concurrency limit [26],
[28]], [44]. Because many implementations relied solely on
the protocol’s counter to bound per-connection work, they
imposed no additional backend limits. As a result, servers
can suffer severe service degradation and, in many cases,
memory exhaustion leading to out-of-memory crashes [2],
[21]], [43].

We tested around 30 HTTP/2 servers and implementa-
tions against the MadeYouReset attack; most were found to
be vulnerable, including h2o, SwiftNIO, Netty, Jetty, Apache
Tomcat, and others [44].

This novel attack revives the threat posed by the Rapid
Reset vulnerability, which was exploited as a zero-day in
mid-2023 to launch record-breaking DDoS floods against
major providers such as Google and Cloudflare [10], [15],
[31]. Rapid Reset exploited a widespread implementation
gap: client-initiated stream cancellations (RST_STREAM)
reduced the protocol’s active-stream count while backend
tasks continued executing, effectively creating what we now
term Phantom Streams, though the concept was not artic-
ulated at the time. Almost all major HTTP/2 servers and
implementations were affected [42].

Unlike Rapid Reset, which relies on client-initiated
stream cancellations, MadeYouReset tricks servers into can-
celing requests themselves by sending carefully crafted in-
valid HTTP/2 control messages that violate expected pro-
tocol flow. This server-driven reset vector bypasses existing
Rapid Reset defenses and impacts numerous HTTP/2 im-
plementations.

Our main contributions are as follows:

o Presentation of MadeYouReset, an easily exploitable
HTTP/2 vulnerability. Fixes and CVEs were issued for
HTTP/2 servers as a result of this research.

« Formalization and analysis of the Phantom Stream prob-
lem in HTTP/2, the root cause of MadeYouReset and
Rapid Reset, explaining why it exists, demonstrating it
experimentally, and arguing that eliminating it in practice
is not feasible.

o Development of a mathematical model to analyze
MadeYouReset, Rapid Reset, and conventional HTTP/2
flood attacks, with experimental validation.

« Evaluation of MadeYouReset across multiple HTTP/2
implementations, demonstrating its impact on system re-
sources and on benign clients, compared to conventional
floods.

o Proposing and analyzing three mitigation strategies ad-
dressing MadeYouReset and the underlying Phantom
Streams problem.

2. HTTP/2 Preliminaries

This section provides the background on HTTP/2 needed
to understand the MadeYouReset attack.

Frame Type Description

HEADERS Carries HTTP headers and opens a
stream

DATA Carries HTTP message payload

Cancels a stream or aborts a stream
with an error code.

Grants flow-control credit
(Deprecated) Sets stream priority

RST_STREAM

WINDOW_UPDATE
PRIORITY

TABLE 1: Common HTTP/2 frame types carrying per-
stream information (used in the MadeYouReset attack).

Both HTTP/1.1 and HTTP/2 share the core abstraction
of an HTTP message, which represents both a client request
(e.g., GET) and a server response. The primary difference
across versions is the transport layer: HTTP/1.1 transmits
plain-text messages over TCP, whereas HTTP/2 uses binary
frames multiplexed over HTTP/2 streams on a single TCP
connection.

HTTP/2, standardized in RFC 7540 and later in
RFC 9113, was designed to address the inefficiencies
of HTTP/1.1, most notably head-of-line blocking, where
responses must be delivered in the same order as the re-
quests arrive. To overcome this, HTTP/2 introduces stream
multiplexing: each HTTP message is mapped to a stream,
and multiple streams share a single long-lived connection
without blocking one another.

Streams are identified by monotonically increasing
stream IDs (client-initiated streams use odd numbers, see
Figure [[). Communication occurs through frames, the
smallest unit of HTTP/2 communication. Frames carry
HTTP headers (HEADERS), payload data (DATA), or control
signals such as RST_STREAM, which aborts a stream (see
Table [I] for frame types). For example, a typical response
will consist of a HEADERS frame followed by a DATA
frame.

A stream is considered active once an endpoint be-
gins transmitting data on it. Transmission completion by
an endpoint is indicated by setting the END_STREAM flag
on the final frame it sends. When only one endpoint has
set END_STREAM, the stream enters the half-closed state,
where one side has finished sending data while the other may
still transmit. A stream becomes closed (inactive) when both
endpoints have set END_STREAM, or when either endpoint
issues an RST_STREAM frame [58]).

2.1. Architecture of HTTP/2 Servers

HTTP/2 server architectures vary widely across imple-
mentations, influenced by language, concurrency model, and
design choices. Conceptually, a server can be divided into
two components: the HTTP/2 module (e.g., the protocol
library), which handles protocol-level operations such as
framing, flow control, and HPACK compression, and the
backend, which schedules and dispatches requests, exe-
cutes application logic, interacts with external services such
as storage systems or other web servers, and ultimately



Web Server
HTTP/2 Module Backend
HTTP/2 Active
@ Connection Requests

G

- s %
2
| ) GETA
SID:1 i a
[ — \e——— DA : .
e RESP A Active Streams: 1

Figure 1: An illustration of an HTTP/2 request processing
flow: (1) The client sends the HTTP request over an HTTP/2
stream. (2) The HTTP/2 module forwards the HTTP request
(taken from the stream) to the backend. (3) The backend
computes the response to the HTTP request. (4) The back-
end passes the response to the HTTP/2 module. (5) The
HTTP/2 module sends the response using the same Stream
ID that was used for the request

computes the response. Depending on the implementation,
these components may run within a single process or be
distributed across processes or machines for scalability and
modularity. In many deployments, the HTTP/2 module logic
is provided by a third-party library, distinct from the server’s
core application logic. As a result, the interaction between
the HTTP/2 module and the backend is defined by standard-
ized HTTP messages [11]], [24]], ensuring interoperability
and compatibility across implementations. Figure [I] illus-
trates the processing of an HTTP/2 request sent over an
HTTP/2 connection.

2.2. Stream Concurrency Limitation

The efficiency of HTTP/2 increases the risk that a
single client could impose substantial load on the server
while using limited resources [48]]. To mitigate this, HTTP/2
defines a counter that limits the number of concur-
rently active streams per connection. This limit, negoti-
ated during session setup via the SETTINGS frame, is
called SETTINGS_MAX_CONCURRENT_STREAMS (here-
after, we refer to it as MCS). The RFC recommends MCS
to be at least 100, and 100 is the value in most implemen-
tations. The purpose of MCS is to bound server resource
usage and prevent overload; servers may lower MCS under
high load to further constrain concurrency. Each connection
maintains a count of active streams, corresponding to HTTP
requests still being processed by the server’s backend. For
example, in Figure [I] the active stream counter is increased
to 1 when the server receives the stream from the client (1),
and is decreased back to 0 only when the response is sent
to the client (5).

3. The Phantom Stream Problem

In this section, we introduce what we term the Phantom
Stream Problem in HTTP/2. A Phantom Stream is an

HTTP/2 stream that has been closed at the protocol layer,
but whose associated backend work continues to run to
completion. This creates a discrepancy between the number
of active streams tracked by the HTTP/2 module and the
actual number of active tasks in the backend.

HTTP/2 allows either endpoint to terminate a stream
prematurely using the RST_STREAM frame, which is used
either to request a stream cancellation from the peer or to
signal that a stream error has occurred. When a reset is
issued, the stream is considered closed immediately, and
no further transmission is permitted on it. In practice, we
show later on that stream cancellation produces Phantom
Streams in most implementations, and it is the root cause
of the Rapid Reset vulnerability and the MadeYouReset vul-
nerability. This causes the active-stream counter maintained
by the HTTP/2 layer to diverge from the actual number
of backend tasks, creating a stream/work discrepancy that
adversaries can exploit to overload servers. Importantly,
Phantom Streams do not alter the cost of individual requests,
but instead amplify the number of concurrent backend tasks
that can be sustained by a single connection. As a result,
they increase overall load by amplifying the effects of the
inherent asymmetry between lightweight protocol handling
and heavier backend processing.

3.1. The Root Cause of Phantom Streams

HTTP/2 was introduced as a transport and framing
replacement for HTTP/1.1, while leaving existing server
infrastructures and their HTTP Message APIs [11] largely
unchanged. Since HTTP/1.1 never supported mid-request
cancellation [25]], server stacks had no mechanism to abort
in-flight backend tasks. With HTTP/2, resets were added
at the protocol layer, but these APIs were not extended to
propagate cancellations into backend execution (as shown
in Section [6). This mismatch created the Phantom Streams
phenomenon. We discuss in Section [8.2.3| why eliminating
the Phantom Streams phenomenon is architecturally chal-
lenging in practice, and therefore most solutions focus on
other mitigation techniques (see Section [§), commonly by
limiting the rate of creation of Phantom Streams.

3.2. Rapid Reset (CVE-2023-44487)

The Rapid Reset attack exploits HTTP/2’s ability to open
many concurrent streams and immediately cancel them with
RST_STREAM, which in practice causes them to become
Phantom Streams.

Rapid Reset was exploited as a zero-day vulnerability
in a large-scale HTTP/2 DDoS campaign targeting major
cloud providers and web services [10], [31]. It was later
detected and publicly disclosed as CVE-2023-44487 in Oc-
tober 2023 [15], [42].

Figure 2] illustrates the attack sequence. The attacker repeat-
edly opens streams and resets them immediately. After each
GET request, the active-streams counter is incremented to 1,
but it returns to O as soon as the subsequent RST_STREAM
frame is received. By the end of the sequence, the HTTP/2
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Figure 2: Rapid Reset Attack Sequence. (1) The attacker
repeatedly opens streams that are immediately followed by
RST_STREAM frames that cause stream cancellations. (2A)
and (2B) show the effect of the attack on the HTTP/2 mod-
ule and backend respectively. At the end of the sequence,
the active streams count is zero, while the backend keeps
processing the HTTP requests.

module reports zero active streams, while the backend con-
tinues processing the corresponding requests.

Figure |3| presents an experiment confirming that Rapid
Reset generates Phantom Streams (setup details in Section
[6). In this setup, we show the request rate of a Rapid Reset
attacker as a function of the outgoing bandwidth it is allowed
to use, and we compare it to the corresponding backend
work rate (requests processed and executed to completion
by the backend). The two lines are almost identical, and it
is clear that, even though the requests were canceled at the
protocol level, all their corresponding HTTP requests were
processed on the server’s backend.
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Figure 3: Rapid Reset under different request sending rates,
and the corresponding rate of backend tasks executed on the
server. The experiment was conducted on a Netty server.

The common mitigation that implementations used for
Rapid Reset was to limit the number of RST_STREAM
frames a client could send. Almost all vulnerable imple-
mentations adopted this solution due to its ease of deploy-
ment [12]]. However, this approach addresses only client-
initiated resets. As we demonstrate later, MadeYouReset
exploits the same Phantom Stream flaw through server-
initiated resets, bypassing this class of defense.

4. MadeYouReset Attack Mechanism

The threat model of the attack involves malicious clients
overloading the server by bypassing the stream concurrency
limit (MCS). A MadeYouReset attacker repeatedly opens
new streams, issues HTTP requests, and then sends crafted
invalid control frames or creates an improper protocol
flow, referred to as MadeYouReset primitives, which trigger
stream errors and cause the server to send RST_STREAM
frames.

When the server resets the stream, in practice it becomes
a Phantom Stream: it is no longer counted toward the
protocol’s active-stream limit, yet the associated backend
task continues executing. By repeatedly interleaving requests
with MadeYouReset primitives, the attacker accumulates
an effectively unbounded number of concurrent backend
requests over a single connection.

Figure [] illustrates an attack sequence. The attacker
repeatedly opens a stream by issuing a GET request and
then immediately sends a MadeYouReset primitive. Each
GET request increments the active-streams counter to 1, but
it returns to O when the MadeYouReset primitive triggers the
server to issue a RST_STREAM frame. By the end of the
sequence, the HTTP/2 module reports zero active streams,
while the backend continues processing the corresponding
requests.

4.1. MadeYouReset Primitives

MadeYouReset primitives are frames that a malicious
client can send to intentionally cause a stream error, which
in turn triggers the server to issue an RST__STREAM frame.
We note that the attack must use primitives that trigger an
RST_STREAM frame, not the GO_AWAY frame, since the
latter closes the connection.

To identify such primitives, we systematically exam-
ined RFC-defined error conditions and protocol flows to
determine which inputs or sequences of frames lead to
server-initiated stream resets. Specifically, we considered (i)
conditions that cause a stream error, and (ii) cases where the
RFC explicitly requires the server to send a RST_STREAM.
This process led to the identification of five distinct MadeY-
ouReset primitives. As these primitives are derived from
RFC-defined behaviors, any compliant implementation may
be susceptible. However, since real-world implementations
may deviate from the specification, we evaluated these
primitives across multiple servers (Table[2). The primitives
fall into two categories: those that rely on a single invalid
control frame, and those that exploit improper protocol flow,
which requires a sequence of frames with a range of possible
values.

The invalid control frames primitives are:

e Zero-Increment (ZI): a WINDOW_UPDATE frame
with an increment of 0.

o Priority-Length Mismatch (PL): a PRIORITY frame
with deviation from the exact five-octet length.

The improper protocol flow primitives are:
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Figure 4: MadeYouReset attack sequence: (1) The attacker repeatedly opens streams that are immediately followed by
MadeYouReset primitive frames that trigger the server to cancel the streams using RST_STREAM frames. (2A) and (2B)
show the effect of the attack on the HTTP/2 module and backend respectively. At the end of the sequence, the active streams
count is zero, while the backend keeps processing the HTTP requests.

o Window-Overflow (WO): a WINDOW_UPDATE
frame with an increment that causes the flow-control
window to exceed 23! — 1. The attack can be
triggered by setting the window-overflow increment
to the maximum value of 23! — 1, since during
the HTTP/2 connection initialization phase, the
window size is always set to a value greater than 1.
However, a more sophisticated and harder-to-detect
attack can be induced by an overflow using a smaller
increment that depends on the window size set in the
initialization frame, and other frames that increment
this value.

« Any HEADERS frame on Half-Closed Stream (HHC):
a HEADERS frame on a stream which is half-closed
(i.e., the client set the END_STREAM flag in a previ-
ous frame).

o Any DATA frame on Half-Closed Stream (DHC): a
DATA frame on a stream which is half-closed.

We demonstrate in the experimental section that even
a single attacker can overload the server by creating tens
of thousands of new requests per second, bounded only by
the attacker’s bandwidth and the server’s request acceptance
capabilities, as the attacker does not need to wait for the
server’s response.

4.2. Future Abuse of Phantom Streams

We argue that MadeYouReset is the last zero-day vul-
nerability that can exploit Phantom Streams in any RFC-
compliant server.

Phantom Streams arise only when an active stream
transitions to the closed state, meaning it is no longer
counted toward the active-stream limit while its backend
task continues executing.

According to RFC 9113, Section 5.1 [58]], there are only
three possible ways a stream can transition to the closed
state:

1) Graceful termination: both endpoints have set the
END_STREAM flag to mark the natural completion of

the request-response exchange. Since backend work
has concluded, no Phantom Stream arises.
2) Client reset: the client closes the stream with
RST_STREAM, the basis of the Rapid Reset attack.
3) Server reset: the server closes the stream with
RST_STREAM, the basis of the MadeYouReset at-
tack.

Since no other transitions exist, there is no protocol-
level mechanism in HTTP/2 by which new Phantom Streams
could be created in RFC-compliant implementations. How-
ever, it is still possible that implementation-specific vulner-
abilities will be discovered that behave similarly to MadeY-
ouReset.

4.3. Mitigation

MadeYouReset can be mitigated by capping the number
of stream cancellations a server can perform on a connec-
tion, either as an absolute limit or within a sliding window.
This generalizes the Rapid Reset defense, which originally
limited only client-sent RST__STREAM frames, to also cover
server-initiated resets triggered by MadeYouReset.

This mitigation is both practical and complete. As shown
in Section 4.2] no further abuse of the stream/work dis-
crepancy can be constructed. Thus, enforcing reset caps
effectively eradicates this class of vulnerabilities in HTTP/2.
Importantly, this was also the mitigation adopted by all
implementations we reported the vulnerability to, reflecting
its deployability and safety in practice.

We elaborate on the rationale for recommending this
mitigation, and compare it to two alternative strategies, in
Section

4.4. Affected Implementations

Table 2] summarizes the vendors and implementations we
tested against the MadeYouReset attack, the primitives that
proved effective, and the CVEs or patches that were issued.
The scope of affected products includes any component



Vendor Product HTTP/2 Impl MadeYouReset Primitives CVE/Patch

WO ZI HHC DHC PL
netty netty netty v v v v v CVE-2025-55163
eclipse foundation jetty jetty v v CVE-2025-5115
redhat undertow undertow v v CVE-2025-9784
Apache Apache tomcat tomcat v v v CVE-2025-48989
fastly h2o h2o0 v v CVE-2025-8671
Apple swift-nio swift-nio-http2 v CVE-2025-9784
django django twisted v v v unknown
rust tokio hyper h2 (Rust) v h2 commit 69294bb
cloudflare pingora pingora v CVE-2025-8671
amphp amphp amphp v v v v CVE-2025-9784
Actix-web Actix-web h2 (Rust) v commit 8996198
Eclipse Vert.x Netty v v v v Vv CVE-2025-55163
WildFly WildFly Netty v v v v v CVE-2025-55163
ISC Bind 9 nghttp2 v unknown
Core DNS coredns nghttp2 v unknown
NLnet Labs unbound DNS  nghttp2 v unknown
IBM WebSphere ? ?70? ? ? ? CVE-2025-36047
Varnish Varnish Cache ? ? ? ? ? ? CVE-2025-8671
F5 Big-IP ? ?7 7 ? ? ? CVE-2025-54500

TABLE 2: Implementations Affected by MadeYouReset, Associated Primitives, and Reported CVEs/Patches

supporting HTTP/2, such as web servers, load balancers,
proxies, and other intermediaries.

In some cases, a product integrates a third-party HTTP/2
library rather than implementing the protocol directly. This
raises the practical question of which party bears respon-
sibility for patching the vulnerability: the vendor or the
upstream library maintainers.

The table is divided into two sections. The upper portion
lists implementations tested in our laboratory. In the CVE/-
patch column, unknown indicates that we are not aware of
any issued CVE or patch, while requested indicates that the
vendor requested a CVE, but it has not yet been assigned.
The lower portion lists implementations that we did not test
directly but that maintainers confirmed as vulnerable during
responsible disclosure, and for which CVEs were issued. For
these, we denote the effective primitive as “?” to indicate
that we do not know which primitive triggered the attack.

Testing was conducted in a controlled laboratory envi-
ronment using a proof-of-concept tool we developed (see
Appendix [A). For each primitive tested, the tool executed
1000 request cycles, where each cycle consisted of opening
a stream, sending a request, and sending a MadeYouReset
primitive. A server was considered vulnerable if it responded
with a RST__STREAM for every stream while neither sending
a GO_AWAY frame nor closing the Connectio For each
implementation, we later verified that the Phantom Streams
problem exists in a manner similar to that described in
Section

1. Since we issued a large number of requests at a high rate, any backend
concurrency limits, if present, would have been triggered, resulting in
connection termination.

Across all tests, the most consistently effective primitive
was the Window-Overflow primitive.

Another class of targets for the MadeYouReset attack
is Domain Name System (DNS) infrastructure. With the
increasing adoption of DNS-over-HTTPS (DoH), DNS re-
solvers frequently support HTTP/2 over TLS, enabling at-
tackers to issue an unbounded number of concurrent DNS
queries. This can cause recursive resolvers to accumulate
large amounts of pending work, ultimately overwhelming
backend query processing. In our evaluation, we tested
three recursive DNS servers, listed in the second section
of Table 2| The methodology largely mirrored our assess-
ment of HTTP/2 web server implementations, with one key
modification to verify the Phantom Streams behavior. To
accomplish this, we configured a dedicated domain and an
authoritative DNS server. Our attack tool then triggered the
recursive resolver to issue upstream queries for each client
request. All queries were logged at the authoritative server,
allowing us to confirm that each request issued by our tool
resulted in a corresponding backend lookup. Our evaluation
reveals that several widely deployed DNS servers are also
vulnerable to MadeYouReset.

5. MadeYouReset Model

In this section, we develop an analytic model of the
MadeYouReset attack and validate it experimentally. First,
we present a rate analysis, quantifying the throughput that
the MadeYouReset attacker can achieve compared to the
conventional flood attacker and to the historical Rapid Reset
attacker. We then compare and validate the model results
with a lab experiment with the three types of attackers. We



| Parameter || Meaning

| Value in Experiments |

The Processing time of a request in the backend 50 ms
Thetp2 Processing time of a request in the HTTP/2 mod- | Assumed negligible constant
ule
MCS SETTINGS_MAX_CONCURRENT_STREAMS 100
B Outgoing bandwidth available to the attacker Variable
(KB/s)
H Size of the HEADERS frame 13 bytes
P Size of the MadeYouReset primitive 13 bytes
S Maximum TCP segment size 1460 bytes
E TCP overhead 68 bytes
R, Request sending rate (req/s) of attacker x -

TABLE 3: Notation used in the request rate analysis and their values in our experimental setup.

focus on the model that analyzes the request rate of the
attacker, which is an important parameter to evaluate the
attacker’s power to cause damage.

Table [3 summarizes the parameters we use in our ana-
Iytic model. Specifically, in the parameter values, we use the
window overflow MadeYouReset primitive for the MadeY-
ouReset attacker. We selected the window-overflow primi-
tive because its size matches the size of the RST_STREAM
frame, which Rapid Reset uses, enabling a direct comparison
between the two attacks.

We assume Thyspp, the time to process a request in
the HTTP/2 module, is negligible compared to 7., the
processing time of a request in the backend, and that the
attacker’s sending capability, rather than the server, is the
primary limiting factor. We therefore analyze the theoretical
rate under the assumption that the server has not yet reached
its maximum acceptance rate. In practice, however, both
the HTTP/2 request flood attacker and the MadeYouReset
attacker are ultimately bounded by the server’s acceptance
rate: once server resources are fully consumed, no further
requests can be admitted. A sufficient indication of this
bound is 100% CPU utilization, at which point the server
can no longer execute additional instructions. Moreover,
the TCP flow control mechanism binds attackers to the
server’s request processing rate.

For a request flood attacker, the request rate is con-
strained by both the request processing time and the pro-
tocol’s MCS limit:

Ry = MCS )
Jlood = Tbe + Thttp2

With Ty, = 50 ms and negligible Th¢¢p2, this yields:

Ry100a =~ 2000 requests per second 2)

For a MadeYouReset attacker, the concurrency limit MCS
does not apply. Its request rate is instead bounded only by
the available bandwidth B. Each attack cycle consists of a
HEADERS frame (H bytes) and a primitive (P bytes). These
are packed into TCP segments of size .S, with an additional
overhead of E bytes of TCP/IP headers per segment. The

number of cycles per second is therefore the number of TCP
segments per second (&LLE) multiplied by the number of

cycles per segment (755 ), which yields:

H+P
B xS

R = 3
MYR = (ST E)x (H+P) ©
In our experiment, this simplifies to:
B
Ruyvr~ (4)

27

For a Rapid Reset attacker, the RST__STREAM frame is
also 13 bytes, so its request rate equals that of MadeYouRe-
set:

Rrr = Ryyr = 77 )

From Equations (3)-(5), both MadeYouReset’s and
Rapid Reset’s request rate scale linearly with attacker band-
width B and are unaffected by MCS. By contrast, the request
flood attacker is strictly bounded by MCS and 7., making
it much less effective at high B. The model results are
summarized in Table 4l

The analysis shows that during conventional flood at-
tacks, any increase in backend latency (i.e., higher Tj.)
immediately caps the number of new requests the attacker
can issue per second. However, since MadeYouReset elimi-
nates this limitation, in-flight work can accumulate without
bound until server resources are exhausted. This property
makes high-cost requests (e.g., database queries, complex
computations, or calls to external services) especially harm-
ful. In a conventional flood attack, throughput declines as
processing times grow, but under MadeYouReset the sending
rate remains constant while backend load grows rapidly, am-
plifying the attack’s impact. Thus, MadeYouReset attackers
gain a disproportionate advantage by targeting endpoints that
invoke expensive backend operations.

5.1. Model vs. Experimental Results

Here we set up an experiment that measures the attacker
rates, to compare with the analytic model.



| Parameter [ Meaning

[ Analysis Result |

R f100d Request rate of an HTTP/2 request flood attacker | 7— 77— ~2 2000 req/s
e p
Ryyr Request rate of a MadeYouReset attacker % ~ 257
Rgrr Request rate of a Rapid Reset attacker Ryyvr ~ %

TABLE 4: Summary of Attacker Request Rate Analysis Results
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Figure 5: The Rate of different attackers as a function of the
outgoing bandwidth. The experiment was done on a Netty
server. We compare it with the analysis of the rate by our
analytic model.

Experimental Setup: All experiments are conducted on
a virtual machine running Ubuntu Server 24.04.1, equipped
with 8 GB RAM, 4 GB swap memory, and 1 vCPU (2 cores),
unless specified otherwise. The host machine is a 12th Gen
Intel(R) Core(TM) i7-12700 running at 2100 MHz. Note that
in most HTTP/2 frameworks, a connection is handled by
a single thread, so additional CPUs and cores cannot be
utilized for processing that connection.

Our experiment uses a Java server based on the Netty
framework. For the MadeYouReset experiment, we use ver-
sion 4.1.123.Final, the last version before MadeYouReset
was patched. For the Rapid Reset experiment, we use ver-
sion 4.1.99.Final, the last version before its patch. Netty
is selected because of its asynchronous operations, high
performance, and wide adoption in practice [40].

The response logic is constant to resemble the analytical
model: each request takes 50 ms to complete and returns a
”hello world” message. This is implemented as a fixed
50 ms asynchronous sleep, ensuring that CPU work does
not affect the attack rate. In each experiment, we cap the
attacker’s outgoing bandwidth, run the test for two minutes,
and compute the average request rate.

Results: Figure [5] presents the results. The HTTP/2
request flood attacker is capped at approximately 2000 req/s,
consistent with the theoretical bound. Both MadeYouRe-
set and Rapid Reset initially follow the analytical model,
but around 900 KB/s the MadeYouReset rate plateaus near
30,000req/s, while Rapid Reset continues to track the
model.

In the MadeYouReset case, CPU utilization reaches

100% at 900 KB/s. Each crafted control frame requires the
HTTP/2 module to perform error handling, update internal
state, and generate a server-initiated RST_STREAM, adding
overhead absent in Rapid Reset where the client cancels
streams directly. Once the CPU is saturated, the server can
no longer accept additional requests, causing the rate to
plateau, and this is the root cause of the deviation from
the analytic model.

By contrast, under Rapid Reset, CPU utilization is 25%
at 9000 KB/s and 46% at 3000 KB/s. We note that the server
only reaches full CPU saturation at 6000 KB/s, which is not
shown in the Figure [5

Discussion: Our analytical model and experimental re-
sults show that a classic HTTP/2 flood attack is strictly
bounded by the concurrency limit MCS and the backend
processing time 7p.. In contrast, both Rapid Reset and
MadeYouReset bypass MCS and scale linearly with the at-
tacker’s bandwidth B until the server reaches its acceptance
bound.

While the historical Rapid Reset continues to scale
with bandwidth, this does not imply that it is a stronger
attack. MadeYouReset imposes significantly higher CPU
overhead per request, because each crafted primitive forces
the server to perform error handling, update state, generate
a RST_STREAM and send it. As a result, MadeYouReset
saturates the server’s CPU at a lower bandwidth, allowing
an attacker to achieve denial of service with less traffic.
Depending on the architecture, this can make Made YouReset
more harmful in practice, despite Rapid Reset appearing to
reach a higher raw request rate.

6. Phantom Streams Validation

In this section, we validate that MadeYouReset
causes the creation of Phantom Streams by showing that
canceled streams still result in backend execution. The
same experimental setup was also used to show that this
phenomenon underlies the Rapid Reset vulnerability (see

Section [3.2).

Experimental Setup Building on the rate experiment
setup of Section we instrumented the server with a
counter that increments just before the response is returned
from the request-handling function to the HTTP/2 mod-
ule (i.e., after the asynchronous sleep and creation of the
"hello world" string). This counter was logged at the
end of the experiment and represents the number of backend
tasks executed and is used to calculate the average number
of requests that completed backend execution. The request
rate of the attack is logged on the attacker side, and an



average of it was calculated and is shown as the RPS of the
attack.
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Figure 6: Comparison of MadeYouReset request rate (mea-
sured at the attacker side) and backend-executed requests
(measured at the backend side), on a Netty server.

Figure [6] shows that the attacker-side request rate closely
matches the number of requests actually executed to com-
pletion in the backend. A small deviation emerges in the
MadeYouReset results once CPU utilization reaches 100%,
where the attacker-side counter slightly exceeds the backend
counter. This behavior arises because, under full saturation,
the HTTP/2 module begins internally generating server-error
responses: these responses originate at the HTTP/2 layer
rather than the backend, and therefore do not contribute
to the backend’s execution count. To validate this expla-
nation, the experiment also records a third counter: the total
number of stream errors encountered by the server (i.e., all
RST_STREAM frames sent from the server to the client).
This counter includes both RST_STREAM frames induced
by the MadeYouReset primitive and those generated inter-
nally by the HTTP/2 layer. By the end of the experiment,
the total stream-error count matches the number of requests
issued by the attacker, confirming that the discrepancy re-
flects HTTP/2-layer error handling. If the experiment is
sustained for a longer period, the continued pressure from
the MadeYouReset attacker eventually forces the server to
close TCP connections. When this occurs, in-flight requests
that have not yet reached the HTTP/2 module are dropped
without receiving a protocol-level error response. This out-
come reflects the expected behavior of a server operating
under severe overload.

Overall, the experiment confirms the core issue: streams
retired at the protocol layer still execute in the backend,
demonstrating that both Rapid Reset and MadeYouReset
cause the creation of Phantom Streams.

7. MadeYouReset Impact: Experiments

In this section, we evaluate the practical consequences of
MadeYouReset through targeted experiments. We measure
its impact on system resources, its effect on benign clients,
and its severity in deployments that rely on downstream

services, specifically a MySQL database backend. We com-
pare against a conventional flooding attacker, reflecting the
current threat model.

7.1. Experiments Structure

All experiments follow the same setup and server spec-
ifications described in Section [B.I] Here, we outline the
structure common to the following experiments.

The experiments consist of two attack phases, each
lasting 180 seconds (unless specified otherwise), separated
by 20-second idle intervals to allow recovery. Measurements
of CPU and memory utilization are taken periodically during
both phases. In the first phase, a conventional HTTP/2
request flood attacker is launched, saturating its permitted
concurrency. In the second phase, a MadeYouReset attacker
is executed, sending requests at the highest achievable rate.
The left y-axis of the results graph shows the request rate of
the attackers (either in linear or log scale), while the right
y-axis shows either CPU and memory utilization (linear
scale) or the latency measurements in milliseconds, with
time (seconds) on the x-axis. Unless specified otherwise, the
server responds to each request with a "hello world"
message after a fixed 50 ms asynchronous delay. This design
simulates application-level work while avoiding additional
CPU overhead, thereby isolating the effect of the attack on
concurrency and scheduling.

It is important to note that the results shown here are
representative of this hardware and software configuration.
Stronger servers with more available resources may require
more attackers to produce the same effects observed in our
experiments. Still, the general trend will remain similar, with
the MadeYouReset attacker being orders of magnitude more
harmful than a flood attacker.

7.2. Server Unbounded Memory Growth

In this experiment, we demonstrate that some servers
are also vulnerable to unbounded memory growth under
MadeYouReset, which can eventually lead to an out-of-
memory (OOM) crash.

Experimental Setup. The experiment uses a minimal
HTTP/2 server implemented with the Actix-web framework
(considered one of the fastest web frameworks [54]). In this
experiment, we use a server with 8 GB of RAM and 4 GB
swap memory.

We use two attackers in each phase. We use two attackers
because each connection is handled by a single CPU core,
and since load can migrate between cores, it affects the
readability of the monitored CPU results. For readability,
both request rate and utilization values are aggregated into
5-second averages.

Results and Analysis. The results are shown in Figure[7]
During the flood attack phase, CPU utilization rises only
modestly, by 10%, while memory usage remains unchanged.
In contrast, during the MadeYouReset phase CPU utilization
immediately spikes to 100%. Memory usage grows from
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Figure 7: Impact of 2 MadeYouReset attackers on an Actix-
Web server’s CPU and memory utilization. Conventional
floods cause only minor increases, while MadeYouReset
drives CPU utilization to 100% and triggers rapid, sustained
memory growth.

1328 MB (16.8%) to 7357 MB (93.2%) over the 180-second
window - an increase of 6029 MB, corresponding to an
average growth rate of 33.5MB/s. After the attack ends,
memory remains elevated for roughly 13 seconds before
returning to baseline, confirming that the growth was caused
by queued requests associated with the attack rather than
leaks, and that release is delayed until those requests are
fully handled and cleared, not when their respective HTTP/2
stream is reset. This highlights why MadeYouReset can be
significantly more severe than conventional floods. When
sustained for longer, MadeYouReset drives memory usage
to 100%, eventually crashing the server due to OOM, af-
ter roughly 120 seconds, when the swap memory is also
exhausted.

7.3. MadeYouReset’s Impact on Benign Clients

In this experiment, we quantify the collateral impact
of MadeYouReset by measuring its effect on a legitimate
client’s request rate and on end-to-end request latency.
We show that MadeYouReset can significantly degrade the
experience of legitimate clients sharing the same server.

Experimental Setup. The experiment uses a minimal
HTTP/2 server implemented with the Pingora framework
(Cloudflare’s open-source framework for building web ser-
vices).

Two legitimate clients are used for measurement:

« Benign client: An HTTP/2 client configured with 10
concurrent streams, generating requests as quickly as
allowed under this limit. Ten streams were chosen
to ensure the client does not overload the server on

its own, while still exercising HTTP/2 concurrencyE]

2. For comparison, web browsers typically open up to 6 concurrent
HTTP/1.1 connections per origin to achieve good performance. With
HTTP/2, multiple requests can share a single connection, so 10 streams are
more than sufficient to reflect realistic client behavior while still providing
headroom for performance.
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The request rate (requests per second) of this client
is measured over time.

« Latency probing client: A second HTTP/2 client
issues one request per second, providing an end-to-
end latency measurement throughout the experiment.

Each attack phase lasts 90 seconds, chosen to provide
per-second granularity while keeping the results graph
readable. The right y-axis shows latency measured by the
probing client (in milliseconds), and both y-axes use a
logarithmic scale.
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Figure 8: Impact of MadeYouReset on a benign HTTP/2
client, using a Pingora-based server. A conventional flood
causes only minor degradation, while MadeYouReset in-
creases latency by orders of magnitude and collapses benign
client throughput.

Results and Analysis. The results are shown in Figure[§]
Figure [§] shows that the flood attacker barely affects the
benign client’s request rate or the latency measured by the
probing client

During the MadeYouReset phase, latency measured by
the probing client jumps to 50s, then gradually decreases
over roughly 50 s until stabilizing at an average of about §s.
Because latency is so high, the benign client can hardly issue
requests: it completes only 80 requests during the 90 s phase,
averaging less than 1 req/s. After the attack ends, latency and
throughput remain degraded for about 10s before returning
to normal.

This experiment demonstrates that the MadeYouRe-
set attack severely degrades service quality for legitimate
clients. While conventional floods produce only minor slow-
downs, MadeYouReset induces orders-of-magnitude latency
increases and nearly eliminates throughput, illustrating its
disproportionate collateral impact in multi-client environ-
ments.

7.4. MadeYouReset’s Impact on an HTTP/2 Server
with a Downstream Database

In this experiment, we show that MadeYouReset
is particularly dangerous in production environments

3. During the flood phase, latency increased only slightly from 52 ms
to 56 ms, and the benign client’s request rate decreased from 185req/s to
170req/s (an 8% reduction).



where HTTP/2 servers interact with downstream services,
especially when these services operate sequentially.

Experimental Setup. A Hyper-based Rust server
exposes an endpoint that issues a simple SELECT query
against a MySQL database via the sglx library (no
artificial delay). A SELECT query is a read-only operation
that retrieves rows from a table; in this case, the database
contains a single row accessed by every request. The server
uses a connection pool of 10 connections.
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Figure 9: Memory usage of a Hyper server with a MySQL
backend. Even with a simple SELECT query, Made YouReset
causes unbounded memory growth by overwhelming the
connection pool with sequentially executed queries.

Results. Figure [9] shows memory usage of the Hyper
server under both attack phases. With a conventional flood,
memory remains constant because concurrency is capped at
MCS. In contrast, MadeYouReset causes the Hyper process
memory to grow rapidly. Note that in a basic Hyper server,
MadeYouReset does not cause memory growth. Therefore,
the memory growth can be attributed to pending SELECT
queries accumulating in the sglx queue. Once the attack
ends, memory returns to baseline, confirming that the
growth is caused by queued queries.

Analysis. Although SELECT is read-only, MySQL pro-
cesses and executes queries sequentially on each connection,
creating a bottleneck under load. This case study demon-
strates that MadeYouReset can exploit such sequential end-
points, converting unbounded concurrency into growing la-
tency and unbounded queues that eventually lead to denial of
service. When sustained for longer, the attack drives mem-
ory usage to 100% and triggers an out-of-memory crash (not
shown here). Database connection pools are typically small
(often only a few tens of connections), meaning MadeY-
ouReset can saturate them quickly, and multiple attackers
can be used to accelerate the effect. Finally, server-side
request timeouts do not prevent this accumulation: even after
a timeout is returned to the client, already enqueued queries
continue executing, allowing MadeYouReset to exhaust re-
sources despite timeout enforcement.

Although we only demonstrated this effect with a
MySQL SELECT query, we expect similar risks in other
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sequential systems such as databases, pipelined HTTP/1.1
services, file I/O, or message brokers. In such cases, MadeY-
ouReset could drive long request backlogs, escalating la-
tency and memory consumption until the server degrades
service or crashes.

8. MadeYouReset Detection and Mitigation

8.1. Detection

A complicating factor in detecting MadeYouReset is
that, on the client side, the attack can be triggered by a
mix of primitive types with varying values. This makes
client-to-server detection difficult, since defense systems
must recognize traffic patterns that do not match a single
signature. Control-frame primitives can be identified with
stateless checks, but protocol-flow primitives require stateful
inspection across multiple frames within the same stream,
which is more complex.

By contrast, detection in the server-to-client direction is
simpler: an unusually high number of RST_STREAM frames
is a strong indicator of the attack. However, many firewall
and IDS deployments monitor traffic in only one direction
to reduce overhead [3], [36]], which prevents them from
observing these server-generated signals and significantly
limits detection capabilities.

As with other HTTP/2 security mechanisms, detection
requires visibility into HTTP/2 frames beneath the TLS
layer. Because HTTP/2 traffic is typically encrypted, this
is only possible for components that terminate TLS (e.g.,
WAFs or reverse proxies). The detection approaches dis-
cussed above are therefore applicable to such deployments.

8.2. Mitigation

The following subsections examine the three possible
mitigation strategies in detail. Effective mitigations must
either eliminate the Phantom Streams problem directly or
limit an attacker’s ability to abuse it. The direct approach
aims to eliminate Phantom Streams entirely through end-
to-end cancellation, ensuring that a reset stream is fully
canceled across both the HTTP/2 and backend layers. The
alternative approach accepts that some canceled streams
may still manifest as Phantom Streams, but constrains their
accumulation so they cannot overwhelm the backend. This
can be enforced either within the HTTP/2 layer or at the
backend itself, yielding two additional mitigation strategies:
Stream Reset Limits and Backend Concurrency Limits.

8.2.1. Stream Reset Limits. This mitigation closes the con-
nection once the number of RST__STREAM frames (whether
client or server initiated) exceeds a threshold, defined either
as an absolute total or within a sliding window. It gen-
eralizes the Rapid Reset defense, which originally limited
only client-sent RST_STREAM frames, to also cover server-
initiated resets triggered by MadeYouReset. The benefits of
this approach:



« Minimal impact on normal traffic. Legitimate
clients rarely trigger server-initiated resets, and some
implementations already choose to close the entire
connection, rather than reset the affected stream,
under such conditions, without any reported issues
for legitimate clientsE]

« Negligible overhead under attack. Allowing a small
number of Phantom Streams adds little overhead.
Since servers already permit around 100 concurrent
streams, setting the reset cap below the thresholds
used for Rapid Reset blocks abuse while introducing
only a marginal increase in backend load.

« Protocol-level deployment. Enforcement can be im-
plemented entirely in the HTTP/2 library’s stream-
management layer, requiring no changes to applica-
tion code or downstream services.

As evidence of its practicality, all vulnerable imple-
mentations we are aware of ultimately adopted this miti-
gation approach. Most patched implementations will close
the connection after no more than 100 RST_STREAMs. For
example, repeating the Experiment of Section [5] but now on
the patched Netty server, the connection is closed after 30
requests.

8.2.2. Backend Concurrency Limits. This mitigation
bounds how many backend tasks can execute or pend
execution concurrently per connection, independent of the
HTTP/2 active-stream counter. Once the limit is reached,
the server either terminates the connection or rejects new
requests, depending on the implementation. By limiting
in-flight work rather than protocol streams, it directly
constrains the attacker’s ability to exploit the use of
Phantom Streams.

Practical Challenges. The main difficulty lies in adapt-
ing existing architectures. Many HTTP/2 implementations
are deployed as replacements for HTTP/1.1 modules within
existing server architectures. These architectures were de-
signed around HTTP/1.1, which is a stateless protocol,
and therefore their internal APIs do not maintain client-
connection context. As a result, backend processing is de-
coupled from the originating HTTP/2 connection, making it
difficult to measure or enforce asymmetry between frontend
streams and backend work on a per-connection basis.

In proxy deployments, this challenge is further amplified:
requests from multiple clients and connections may be
multiplexed over a shared upstream connection, eliminating
any direct mapping between client activity and backend
execution.

Therefore, enforcing backend concurrency caps requires in-
vasive changes, such as refactoring dispatch paths to track
and enforce per-connection limits. As a result, most im-
plementations chose the simpler stream-reset limits during
Rapid Reset. A few systems had partial support before

4. For example, Envoy applies this policy to every server-initiated
RST_STREAM and has operated at Internet scale without an effective
impact on legitimate clients [[17], [20]
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Rapid Reset was disclosed El To our knowledge, only one
implementation adopted this strategy specifically in response
to Rapid Reset El

8.2.3. End-to-End  Cancellation. = Eliminating the
Phantom Stream phenomenon requires propagating
stream cancellation into the backend execution layer so that
in-flight work is aborted or never dispatched. Conceptually,
if every canceled stream immediately terminated its backend
task, an attacker could not create any Phantom Streams.

Practical Challenges. Several HTTP/2 frameworks ex-
pose cancellation primitive{] but support is often optional
[45]: middleware or application handlers must explicitly
opt in, and many libraries invoked within handlers ignore
cancellation signals. As a result, canceled streams may still
consume backend resources.

For example, Hyper provides built-in cancellation by
default, so application handlers need not opt in. However,
as shown in Section even though Hyper propagates
cancellation signals and halts stream-associated work, the
widely used Rust library sglx failed to handle them cor-
rectly. Consequently, memory usage grew unchecked and
ultimately caused memory exhaustion and an OOM crash.

Another limitation arises in downstream services: re-
quests forwarded over HTTP/1.1 or other protocols with-
out cancellation features continue executing despite resets,
leaving Phantom Streams behind (where the work is done
on another server).

Finally, relying on end-to-end cancellation as the
sole solution imposes a substantial burden on developers.
Handlers must become cancellation-aware, introducing
additional complexity, testing overhead, and risk of
new bugs, while also requiring changes to development
methodologies.

Discussion. In summary, three main strategies exist to
address MadeYouReset. Stream reset limits are simple to
deploy and already proven effective in production. Backend
concurrency limits directly constrain in-flight work and
are effective in principle, yet require invasive architectural
changes that few implementations adopt. End-to-end can-
cellation conceptually removes the existence of Phantom
Streams entirely, but in practice is difficult to achieve
consistently across frameworks, libraries, and downstream
services.

Taken together, these trade-offs explain why most
servers favored reset limits, while only a handful imple-
mented backend caps, and why true end-to-end cancellation
is not a complete and feasible solution to Made YouReset. In
practice, all major vendors we are aware of have adopted the

5. For example, HAProxy’s active-request tracking can defer or reject
new dispatches once a configurable cap is reached, a feature that predated
Rapid Reset.

6. Go’s net/http2 added explicit backend concurrency limits by
counting in-flight goroutines and rejecting new ones once the cap is
exceeded.

7. For example, the abort event in Node.js http2.



stream reset limits approach in response to MadeYouReset
[19], [27], [39], [53[, reflecting its ease of deployment
and minimal risk of service degradation compared to the
alternatives.

8.3. Unaffected Products

Table 3] lists some of the vendors that were not vul-
nerable to MadeYouReset, and which mitigation prevented
it. We note that many of the implementations that were
not vulnerable to MadeYouReset were also not originally
vulnerable to Rapid Reset in 2023.

Server-

Backend Si Was
ide
Concur- Vuln to
Product Stream .
rency Reset Rapid
Limit .. Reset
Limit
Apache httpd v No
Apache Traffic v Yes
Server
Go - http2 v Yes
HAProxy v v No
Envoy v Yes

TABLE 5: Implementations Unaffected by MadeYouReset

9. Related Work

Although considerable research and disclosure efforts
have focused on HTTP/2 DDoS vulnerabilities, the specific
method used by MadeYouReset to create Phantom Streams
had not been identified until now. Moreover, the Phantom
Streams phenomenon was not defined and proven until now.

Implementation-level HTTP/2 DoS Vulnerabilities.
In 2019, Netflix and partners disclosed a set of HTTP/2
implementation vulnerabilities that enable resource exhaus-
tion through protocol features such as DATA pacing, PING
floods, SETTINGS abuse, priority-tree manipulations, de-
pendency cycles, and stream reset loops. These appear as
CVE-2019-9511 through CVE-2019-9518 and affect multi-
ple servers and proxies [[7]], [9], [34], [S6].

In 2023, the Rapid Reset attack showed that repeated
open and reset cycles can produce extremely high re-
quest rates, and was assigned CVE-2023-44487 [10], [15],
[31]], [42]. Vendor advisories and incident reports document
widespread impact and mitigations in production systems
181, 511

Most recently, the Continuation Flood attack
demonstrates that the CONTINUATION frame can be
abused to force some servers to buffer unbounded header
fragments, leading to memory exhaustion [[13]].

HTTP Workshop Insights. The annual HTTP
Workshop provides a venue for implementers and protocol
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experts to discuss open challenges and emerging issues
in HTTP. At the 2024 workshop, the talk “Multiplexing
in the Year 2024” highlighted weaknesses in HTTP/2’s
stream concurrency mechanism, using Rapid Reset as
an example, and proposed revisions to the concurrency
model [37]. Another presentation, “Security Glitches” by
HAProxy, suggested defenses against flood attackers by
tracking client misbehavior, for example, counting frames
that trigger RST_STREAM [55].

Header compression and HPACK abuse. Early work
analyzes the security properties of HPACK and documents
decompression amplification attacks such as the HPACK
bomb, which can inflate small inputs into large memory
footprints and cause DoS in specific libraries [23]], [41],
[49], [50]. Cloudflare discusses HPACK’s design and
operational considerations in production deployments [60].

Research on HTTP/2 Vulnerabilities. Prior academic
research has explored denial-of-service (DoS) vectors spe-
cific to HTTP/2, focusing mainly on slow-rate attacks and
multiplexing-based amplification. Slow-rate attacks exploit
the flow-control mechanism or intentional request pacing
to keep connections open while consuming minimal band-
width, thus reducing throughput and increasing resource
pressure on servers [33[, [59], [62]]. Other studies have
investigated amplification effects introduced by HTTP/2’s
concurrency and compression features. Multiplexing en-
ables many concurrent streams within a single connec-
tion, allowing attackers to multiply the server workload
per client, while HPACK compression reduces request size
and increases the achievable request rate under the same
bandwidth constraints [1]], [4], [38]], [48]. These studies
primarily extend existing application-layer floods rather than
introducing new protocol-level vulnerabilities, showing that
HTTP/2’s efficiency mechanisms can inadvertently amplify
asymmetric workloads.

A complementary and important line of work focuses
on HTTP/2 conformance and compliance — the degree
to which implementations adhere to the normative
behavior defined in RFC 9113 and related specifications.
Large-scale compliance studies reveal that many servers,
proxies, and middleboxes diverge from the standard’s
semantics, resulting in inconsistent message interpretation,
interoperability failures, and security-relevant edge cases
[51, [35], [52]. Subsequent analyses show that these
discrepancies often emerge not from design flaws in
the HTTP/2 protocol itself but from differences in how
implementations parse and translate HTTP messages across
layers. In particular, the use of fuzzing frameworks has
systematically exposed parsing discrepancies between
HTTP processors: these tools find differences in how
intermediaries handle header normalization, message
framing, content-length and transfer-encoding semantics,
and other parsing edge cases, typically at boundaries where
HTTP/1.x and HTTP/2 interact [29]], [30]], [32].

HTTP/3 Implications. Direct variants of MadeYouRe-



set (or Rapid Reset) do not apply to HTTP/3, since its
concurrency model is fundamentally different [6]]. As noted
in the HTTP Workshop 2024 multiplexing lecture [37], new
stream credits must be explicitly issued before additional
streams can be created, preventing unbounded stream churn.
A related proposal to bring HTTP/3-style stream credit
mechanisms into HTTP/2 was published as an Internet-
Draft [57]], but it was not adopted.

9.1. DoS Considerations in the RFC

RFC 9113 includes a section on denial-of-service con-
siderations (§10.5), outlining known vectors of abuse and
recommended mitigations [58]. Among these, it warns that
an attacker could force a server to generate an excessive
number of frames, potentially leading to overload, and there-
fore advises implementations to track outstanding outbound
frames. One example described is the use of invalid requests
that cause the server to respond with RST__STREAM frames.

It is important to distinguish this from MadeYouReset.
The RFC’s scenario corresponds to the previously disclosed
“Invalid Request Flood” (also known as Reset Flood) vul-
nerability [34], where malicious clients send invalid requests
that trigger immediate resets. By contrast, MadeYouReset
operates with valid requests and causes their streams to
become Phantom Streams: streams are reset later, after
backend work has already begun. Thus, while both involve
resets, the RFC refers to overload from excessive outbound
frames, whereas MadeYouReset abuses the decoupling be-
tween protocol-level stream state and backend execution.

While MadeYouReset allows an unbounded accumu-
lation of backend work, both executed and pending, the
Invalid Request Flood does not produce this effect. In the
latter case, requests are rejected immediately at the HTTP/2
layer and never reach the backend, preventing the buildup
of resource-intensive operations. As a result, it cannot in-
duce high latency for legitimate clients as rapidly or as
severely as MadeYouReset, which causes backend queues
to overflow. For example, in Experiment the Invalid
Request Flood does not trigger any database queries and
therefore does not affect the database functionality at all. By
contrast, MadeYouReset causes the database query queue
to grow without bound, ultimately leading to an out-of-
memory crash. Consequently, MadeYouReset constitutes a
substantially more destructive attack vector: it stresses both
the HTTP/2 module and the backend systems, whereas the
Invalid Request Flood affects only the HTTP/2 layer and
cannot propagate overload to downstream components.

10. Conclusion

In this paper, we present and analyze a new DoS
attack, MadeYouReset, and show that it exploits a typical
design flaw that creates Phantom Streams. Interestingly, this
was the root cause of the previous Rapid Reset zero-day
vulnerability. We discuss in the paper why no other
vulnerability can be found that exploits the Phantom
Streams flaw besides Rapid Reset and MadeYouReset,
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in RFC-compliant implementations. In that sense, our
work shows the need to have a more systematic way
to fix vulnerabilities, which would have discovered
MadeYouReset earlier.

More broadly, MadeYouReset highlights a recurring pat-
tern in protocol design: new features are often introduced
without fully accounting for how real server architectures
implement them. HTTP/2 added powerful capabilities, such
as stream concurrency and mid-stream cancellation, but
most backend stacks had no mechanisms to support these
semantics end-to-end. This mismatch created the Phantom
Streams problem, just as earlier slow-HTTP attacks emerged
when flow-control and pacing features were added without
operational guidance. Our result suggests that when stan-
dardizing new features to existing systems, designers must
acknowledge that these systems often carry long-standing
architectural assumptions that new functionalities may un-
intentionally violate. Introducing advanced capabilities with-
out accompanying architectural guidance can create subtle
gaps between specification and real-world implementations,
ultimately opening new avenues for vulnerabilities.

11. Discussion

11.1. Discovery Process and Research Methodology

The work was motivated by the observation that the
Rapid Reset attack affected a wide range of HTTP/2 im-
plementations, suggesting that the behavior reflects a struc-
tural property of HTTP/2 deployments rather than isolated
implementation bugs. Notably, this occurred without a clear
explanation of its root cause in the literature.

To investigate this hypothesis, we followed a struc-
tured research process. We first analyzed HTTP/2 semantics
alongside common web-server architectures, which led to
the identification of a discrepancy between protocol-level
stream state and backend execution. This discrepancy was
formalized as the Phantom Streams phenomenon (Section

Building on this model, we developed the analytical
framework to reason about the creation and amplification
of Phantom Streams (5.I). The model suggested that the
phenomenon is tied to stream termination semantics, and in
particular to reset transitions, rather than to client behavior
alone.

Guided by this insight, we systematically examined
RFC-defined error conditions and protocol flows that trigger
server-initiated resets. This process led to the identification
of the primitives presented in Section 4.1} each correspond-
ing to a transition that closes a stream at the protocol layer
while backend work may continue.

Finally, we validated these findings experimentally
across multiple implementations and workloads (Sections
[6l [7), confirming both the generality of the phenomenon
and the effectiveness of the derived primitives. This method-
ology also informed our analysis of the scope of possible
attack vectors (Section [£.2)).



11.2. Responsible Disclosure Process

Interestingly, despite both vulnerabilities stemming
from the same root problem, the CVE for Rapid Reset
was classified as a logical issue (and the IETF is named
as a CPE in the CVE). In contrast, MadeYouReset was
identified as a common design flaw. Again, this highlights
the need for a more systematic approach, including a more
defined understanding of vulnerabilities core problem. The
main argument in MadeYouReset was that HTTP/2 had
DDoS consideration, and a requirement to limit the number
of active streams, and the fact that the Phantom Streams
problems exists is due to a common implementation flaw.
While this argument is valid, we claim that it overlooks
the fact that this is, in most cases, inherent since the
backend work on HTTP semantics (with no cancellation).
Hence, one may argue that the specification should be more
detailed on the issue.

In the responsible disclosure process, we also learned
that there is some tension over who should be responsible
for suggesting a fix: the server or the HTTP/2 library it uses.
Designing the HTTP/2 architecture as a separate structure
enables each vendor to focus on its core value; however,
it also exposes a risk for an attack vector that emerges
from this separation. This separation creates a gap between
the HTTP/2 module and the backend, leading to Phantom
Streams that eventually result in resource exhaustion and
malfunction. Standards committees and experts could debate
where the responsibility should begin and end. Our opinion
is that, due to the potentially severe consequences, a more
proactive approach should be taken, and fixes should be
implemented on both sides to ensure maximum Internet
security and avoid user misunderstanding.

Appendix

Ethical Considerations

This research investigates HTTP/2 denial-of-service vul-
nerabilities with the goal of improving security and raising
awareness of potential privacy risks. All experiments were
conducted against modeled servers in a controlled laboratory
environment, never against live websites on the Internet.

We followed a responsible disclosure process in coordi-
nation with the VINCE platform (operated by CERT/CC),
which established a coordinated disclosure group (of more
than a hundred vendors) for this vulnerability. In addition,
we directly contacted every affected implementation we
identified, as well as important vendors in the HTTP/2
ecosystem, assisting vendors in understanding the issue and
reproducing its impact.

A proof-of-concept tool was developed and shared ex-
clusively within the coordinated disclosure group. We main-
tained direct and frequent communication with the VINCE
analyst responsible for the case.
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Open Science

In compliance with the open science policy, we are
publishing an artifact alongside this paper, including all
code, servers code and configurations necessary for repro-
ducibility. This ensures our results can be independently
verified and contribute to a culture of transparency and col-
laboration in research. The Repository of the Made YouReset
attack tool is available at https://github.com/galbarnahum/
Made YouReset.

The compiled tool (for windows and linux), as well as
python plotting tool can be found at: https://github.com/
galbarnahum/Made YouReset/releases.

Servers configurations and a handful of demos show-
casing the attack are available at https:/github.com/
galbarnahum/Made YouReset-Materials.
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Appendix A.
Meta-Review

The following meta-review was prepared by the program
committee for the 2026 IEEE Symposium on Security and
Privacy (S&P) as part of the review process as detailed in
the call for papers.

A.1. Summary

This paper presents a novel attack against HTTP/2
servers, which revisits the RapidReset attack concept on
HTTP/2 server implementations to circumvent session lim-
its. The paper shows that instead of initiating stream resets,
an attacker can get the server to initiate these resets, render-
ing limits on client-resets a futile mitigation.

A.2. Scientific Contributions

o Identifies an Impactful Vulnerability

A.3. Reasons for Acceptance

1) The papers identifies a new and impactful vulnerability,
MadeYouReset, and demonstrates its ability to achieve
resource exhaustion on HTTP/2 servers. This means
that widely-adopted mitigations to the vulnerability’s
2023 predecessor, RapidReset, may no longer be suf-
ficient.

2) The paper discusses various mitigations, and the chal-
lenges of implementing them in practice.

A.4. Noteworthy Concerns

1) While the technical difference with RapidReset is clear,
some reviewers are concerned it’s not well explained
methodologically, including how the attack was discov-
ered and how the five MadeYouReset primitives were
identified.

2) The paper occasionally makes exaggerated/unfounded
claims, such as the unlikelihood of eliminating the
presented attacks, and that no other vulnerability can
be found to exploit the Phantom Streams.

3) Despite detailed coverage of various mitigations, the
paper fails to discuss whether detection and/or mitiga-
tion could also be server-side: measuring asymmetry
between HTTP/2 streams and associated backend ser-
vices.

4) Some aspects in the paper remain unclear, such as
whether TCP connections were encrypted.
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